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Abstract

This paper studies social learning on networks in which agents face ambiguity about others’
private signals and the network structure. We show that belief dynamics admit a tractable char-
acterization via a simple rule—local geometric updating—under which agents treat the local
network as the global network and aggregate observed actions with geometrically declining
weights. Using this characterization, we derive sharp conditions for learning outcomes. Herd-
ing occurs with positive probability if and only if the network satisfies a log-expansion property.
Long-run behavior is governed by two forces: expansion, which allows social information to
outweigh private signals, and forgetting, which determines whether disagreement persists and
hence whether almost-sure herding and asymptotic learning obtain.
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1 Introduction

People often learn from others’ actions on networks without observing the information or com-
munication structure that generated those actions. A consumer sees what her peers adopt but not
the reviews they read or whom they consulted; a farmer observes neighbors’ choices but not the
conditions or advice behind them; users on online platforms see what becomes salient even though
visibility itself depends on earlier actions. In such environments, an observed action is difficult
to interpret. It reflects not only the actor’s private information, but also what the actor may have
learned from others.

This paper studies social learning on networks when agents face this interpretational ambiguity.
Agents move sequentially, receive private signals about a binary state, and observe the actions of
a subset of predecessors. Unlike in standard Bayesian network-learning models, agents do not
know the full information structure that generated the actions they observe: they do not observe
predecessors’ private signals, nor do they know predecessors’ observation sets. Instead, each agent
treats her local observations as compatible with a set of hidden environments and evaluates actions
by max–min expected utility over that set. The central question is: how does social learning evolve
when agents cannot precisely interpret others’ actions?

The first main result is a tractable characterization of equilibrium belief dynamics. A priori,
the inference problem is very complicated: an agent must consider hidden private signals, hidden
actions, and hidden observation sets. Nevertheless, equilibrium updating is summarized by a single
public statistic, 𝑟𝑖, which is formally defined below as the average public likelihood ratio. This
statistic is sufficient for public information: agent 𝑖 combines it multiplicatively with her private
likelihood ratio to decide which action to take. Moreover, the public statistic 𝑟𝑖 follows a simple
local geometric updating rule. If 𝑛𝑎

𝑖
denotes the number of observed predecessors taking action

𝑎, and 𝛾 is the maximal private likelihood ratio, then

log 𝑟𝑖 =
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log 𝛾.

This formula yields three immediate implications. Learning is local: agents treat their local network
as the global one, and only directly observed actions matter. It is order-irrelevant: only the counts
of observed actions 0 and 1 matter. And it is saturating: repeated observations within an action
group receive geometrically declining weights. This simple formula makes the long-run analysis
tractable and leads to predictions that differ sharply from the Bayesian benchmark.

We first present an example illustrating the key intuition behind this formula.

Example 1 (Intuition). To see the intuition, consider a simple case where agent 𝑖 observes the
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full history of past actions. Agent 𝑖 does not know what those predecessors observed when they
acted nor their private signals. When evaluating action 1, she asks: how little support for state 1
could this history contain? Under max–min preferences, agent 𝑖 considers all signal and network
configurations compatible with her observation, and the relevant interpretation is the one that makes
action 1 look least attractive.

(i) A first guess: autarky network. One possible interpretation is that every predecessor acted in
isolation. Under this interpretation, each predecessor who chose action 1 must have received at
least a neutral private signal; otherwise she would not have chosen 1. Each predecessor who chose
action 0, by contrast, can be assigned the strongest private signal in favor of state 0, namely 1/𝛾.

(ii) An even worse interpretation: echo chambers. But agent 𝑖 can imagine an even less favorable
hidden network. Suppose the predecessors who chose action 1 formed an echo chamber: each
of them observed only earlier predecessors who also chose 1. The first action-1 predecessor still
needs at least a neutral signal. But the second action-1 predecessor may have observed the first;
since that observation already points toward action 1, she could have chosen 1 even with a private
signal leaning against state 1. The third action-1 predecessor may have observed the first two, so
she could have chosen 1 with an even more unfavorable private signal, and so on. Later in the
paper, we show that such echo-chamber configurations attain the relevant worst-case utility.

In an echo chamber, later agreement can be interpreted as imitation of same-action predecessors
rather than independent information. Hence each additional same-action observation carries less
weight than the previous one. The paper further shows that these weights decline geometrically,
which explains the geometric discounting in the updating rule. Moreover, because the worst-case
interpretation groups predecessors into same-action chains, what matters is how many predecessors
chose 1 and how many chose 0, not their relative positions in the observed history. This is the
intuition behind order irrelevance.

With this updating rule in hand, we can ask what happens when individuals learn from each
other over a general network. Two forces drive the long-run dynamics.

The first force is expansion. When an agent observes a unanimous local history, larger
observation neighborhoods make it harder for a private signal to overturn that agreement. If
neighborhoods grow too slowly, private signals continue to break away from tentative consensus.
If they grow fast enough, agreement becomes self-reinforcing. We show that the threshold is
logarithmic: herding occurs with strictly positive probability if and only if neighborhoods expand
fast enough, roughly faster than 𝜏 log2 𝑖, where 𝜏 is determined by the tail thickness of private signals.
When this condition holds, both correct and incorrect herds occur with positive probability. Thus a
vanishing fraction of society can generate persistent agreement, and that agreement can be wrong.

The second force is forgetting. This force comes from a “non-washout property” of local
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geometric updating: a visible dissenting action is never fully erased by later agreement. Intuitively,
later agreement can always be interpreted partly as echo-chamber imitation, so its cumulative force
is bounded. A dissenting action therefore retains influence as long as it remains observable.1 Thus,
expansion determines how much and quickly social information gets aggregated, but forgetting
determines how persistent old observations are.

This distinction is less salient in Bayesian environments but becomes central under robust
inference, and it changes the usual logic of social learning. For example, in standard Bayesian
models, agents who act only on their private signals—often called “sacrificial lambs”—can help
society learn by injecting fresh information that later agents aggregate. Under robust inference,
the presence of these agents does not guarantee learning to the rest of society: they also make
mistakes, and if their mistakes remain visible forever, later agreement does not fully wash them
out.2 Learning therefore requires enough forgetting to remove old mistakes.

We next study asymptotic learning, meaning that the probability of taking the correct action
converges to one. The result reflects a balance between expansion and forgetting. The network
must expand enough for social information to discipline private mistakes, but not so much that
an incorrect unanimous history becomes self-sustaining; at the same time, it must also forget old
actions, so that early mistakes do not remain permanently visible. One example is the regenerative
networks, in which each generation observes only the previous one and older generations are
forgotten. On these networks, sufficiently slow logarithmic growth supports asymptotic learning:
old mistakes disappear from observation, while wrong unanimous generations are not stable.3

We also discuss several extensions. Endogenous recommendation systems illustrate how plat-
forms can shape expansion and forgetting. Alternative ambiguity preferences show that the cutoff
rule is not specific to max–min preferences. Misspecification of private signals changes the ge-
ometric discount factor. Partial network knowledge shows how order relevance reappears when
agents know coarse features of the observation structure.

The contribution is twofold. First, the paper derives a tractable local updating rule from robust
inference over hidden signals and hidden networks, rather than imposing local or geometric updating
as a heuristic. Second, it shows that long-run learning under ambiguity is organized by expansion
and forgetting. This perspective complements Bayesian sequential learning and network-learning
models by asking which conclusions about herding, learning, and disagreement survive when

1This contrasts with the “overturning principle” in canonical Bayesian sequential learning, where a single later
contrarian action can overturn an arbitrarily long previous history (Smith and Sørensen, 2000). In our max-min model,
the pattern is reversed: no amount of subsequent agreement can fully wash out a single visible dissent.

2Intuitively, although these sacrificial lambs make correct choices most of the time, later agents may excessively
worry that they are connected by an echo chamber, thus diminishing the informativeness of later agents.

3The same forces also shape when herding occurs almost surely. On regenerative networks, almost-sure herding
arises only in a logarithmic window. Generations must be large enough to make deviations from unanimity rare, but
not so large that mixed generations almost never coordinate.
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agents are uncertain about the hidden informational environment underlying observed actions.
The paper proceeds as follows. Section 2 introduces the learning environment and the ambiguity

set. Section 3 characterizes equilibrium strategies. Section 4 proves the local geometric updating
characterization. Section 5 studies positive-probability herding, non-washout, asymptotic learning,
and almost-sure herding. Section 6 discusses extensions and applications, and Section 7 concludes.

Related literature. This paper is related to the following threads of literature.

1. Sequential social learning. In the standard sequential model, Banerjee (1992) and Bikhchan-
dani et al. (1992) show how herd behavior and informational cascades can arise when agents infer
information from predecessors’ actions. Smith and Sørensen (2000) characterize when observa-
tional learning aggregates information and when it fails, highlighting the role of unbounded private
beliefs. Later work extends this sequential framework to richer observation structures. Çelen and
Kariv (2004) study the line network in which each agent observes only her immediate predecessor.
Acemoglu et al. (2011) extend the model to general sequential networks and show that expanding
observations are central for asymptotic learning. Lobel and Sadler (2015) study social learning with
correlated neighborhoods. Song (2016) studies endogenous networks. Kartik et al. (2024) analyze
social learning with general state and action spaces. Dasaratha and He (2026a) study Bayesian
learning on networks with rich actions and show how network-based information confounding can
reduce the learning efficiency.4

2. Social learning with repeated actions. A related literature studies social learning on networks
when agents observe their neighbors repeatedly over time. Bala and Goyal (1998) provide a seminal
model of local learning from own and neighbors’ experience on a network. Gale and Kariv (2003)
provide a Bayesian model of repeated action on a fixed network and establish the emergence of
consensus. Mossel et al. (2014) study repeated Bayesian updating in large social networks and
identify conditions under which asymptotic learning obtains. Mossel et al. (2015) extend the
analysis to forward-looking strategic agents and show that network topology matters for whether
learning is efficient. Mossel et al. (2020) introduce social learning equilibria, a static concept that
captures the long-run outcomes of a broad class of dynamic social-learning environments. Board
and Meyer-ter Vehn (2021, 2024) study Bayesian learning and experimentation on large networks
and derive tractable differential-equation characterizations of the dynamics. Harel et al. (2021)
show that repeated observation can generate rational groupthink even among Bayesian agents.

3. Misspecified & non-Bayesian social learning. This paper is also related to the literature on
misspecified, boundedly rational, and non-Bayesian social learning. Eyster and Rabin (2010),
Guarino and Jehiel (2013), Bohren (2016) and Dasaratha and He (2020) study how coarse, naive,

4See Golub and Sadler (2017) and Bikhchandani et al. (2024) for surveys on social learning models.
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or misspecified inference distorts sequential social learning. Golub and Jackson (2010), Jadbabaie
et al. (2012), Molavi et al. (2018), and Mueller-Frank and Neri (2021) analyze tractable non-
Bayesian or simplified updating rules on networks. More recent work includes Frick et al. (2020)
and Bohren and Hauser (2021), which study social learning under model misspecification, Banerjee
and Compte (2024), which studies a social learning problem in which agents choose which heuristic
rule to update, and Gagnon-Bartsch and Rosato (2024), which studies the effect of taste projection
on social learning. Rather than imposing tractable updating exogenously, our paper derives a
tractable local updating rule endogenously from ambiguity over the hidden environment.

4. Robustness, ambiguity, and social learning. Finally, this paper contributes to the literature
on robustness and ambiguity in social learning. Most closely, Chen (2026) studies social learning
under ambiguity in the canonical sequential model. We extend this line of work to general sequential
networks. Relative to Chen (2026), ambiguity here concerns not only others’ signals but also the
hidden observation structure, so long-run outcomes depend jointly on expansion and forgetting.5

At a broader conceptual level, our paper is also related to work on learning and equilibrium under
ambiguity. Battigalli et al. (2015) study self-confirming equilibrium under model uncertainty,
where ambiguity emerges because the realized feedback partially identifies the environment. In
our setting, observed social actions play a related partial-identification role.

More broadly, robust approaches have been used in mechanism design (Bergemann and Morris,
2005), contract theory (Carroll, 2015; Chassang, 2013), regulation (Guo and Shmaya, 2025), and
experimentation and search (Auster et al., 2024; Schlag and Zapechelnyuk, 2021; Malladi, 2022),
among others.6 This paper brings that robustness perspective to social learning on networks, asking
which conclusions about asymptotic learning, herding, and disagreement are robust when agents
are uncertain about the hidden informational environment underlying observed actions.

2 Model Setup

2.1 Learning Environment

Preliminaries. There is an unknown binary state of the world 𝜃 ∈ Θ = {0, 1}, with P(𝜃 = 1) =
P(𝜃 = 0) = 1/2. An infinite sequence of individuals 𝑖 ∈ 𝐼 = {1, 2, . . .} take actions sequentially.
Each individual 𝑖 chooses an action 𝑎𝑖 ∈ 𝐴 = {0, 1}. An individual receives a payoff of 1 if her
action matches the underlying state and 0 otherwise. Because the environment is symmetric in the
two state labels, we take 𝜃∗ = 0 in the analysis without loss of generality.

5There is also a growing literature on single-agent learning under ambiguity (Marinacci, 2002; Epstein and Schnei-
der, 2007; Marinacci and Massari, 2019; Reshidi et al., 2025) and experimental work on learning under ambiguity
(De Filippis et al., 2022; Epstein and Halevy, 2024; Galanis et al., 2024; Liang, 2024).

6See Carroll (2019) for a survey on robustness in mechanism design and contracting.
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Information Structures. Individuals do not know the underlying state and share a common
flat prior 𝜋0. Each individual 𝑖 receives a private signal 𝑠𝑖 ∈ S about the state. Signals are
independently—but not necessarily identically—distributed according to

{
G𝜃1,G

𝜃
2, ...

}
, where G𝜃

𝑖
:

S → [0, 1] denotes the cumulative distribution function of 𝑠𝑖 when the actual state is 𝜃. No signal
perfectly reveals the state, so the probability measures induced byG0

𝑖
andG1

𝑖
are mutually absolutely

continuous. Define the normalized signal 𝜆𝑖 (𝑠) ≡
𝑑G1

𝑖
(𝑠)

𝑑G0
𝑖
(𝑠) the likelihood ratio associated with signal

𝑠. The distribution of the likelihood ratio 𝜆𝑖 is denoted by F𝜃
𝑖
. We assume 𝜆𝑖 (𝑠) ∈ Λ ≡ [1/𝛾, 𝛾] for

all 𝑠 ∈ S and all 𝑖 ∈ 𝐼, where 𝛾 ∈ (1,∞). Thus, signals are bounded and informative. Throughout
the benchmark model, the likelihood-ratio distributions are continuous, have full support on Λ, and
are symmetric in the following sense: F1

𝑖
(𝜆) = 1 − F0

𝑖
(1/𝜆) for all 𝜆 ∈ Λ.

Network Structures. Individuals are embedded in a directed social network. For each individual
𝑖, let 𝑃𝑖 ≡ {1, 2, . . . , 𝑖 − 1} denote the set of predecessors. The observation set of individual 𝑖 is a
possibly random subset 𝑁𝑖 ⊆ 𝑃𝑖, interpreted as the set of predecessors whose actions are observed
by 𝑖 before she makes her decision. If 𝑗 ∈ 𝑁𝑖, then individual 𝑖 observes the action 𝑎 𝑗 and knows
the identity of 𝑗 . Individual 𝑖 does not observe the private signals of others, nor does she observe
the actions of individuals outside her observation set. The benchmark model focuses on exogenous
networks. A network realization is a sequence

𝑁 = (𝑁1, 𝑁2, . . .) ∈ N ≡
∞∏
𝑖=1

2𝑃𝑖 .

Let Q be a probability measure on N , and let Q𝑖 denote the marginal distribution of 𝑁𝑖. The
network is deterministic if Q assigns probability one to a single network 𝑁 ∈ N ; otherwise it is
stochastic. Unless otherwise stated, the network is independent of the state and of private signals.

Remark 1 (Examples of observation structures). The formulation nests many observation structures
studied in the literature (Banerjee, 1992; Bikhchandani et al., 1992). If 𝑁𝑖 = 𝑃𝑖 with probability one,
the model reduces to the complete-history sequential-learning environment. If 𝑁𝑖 = {𝑖 − 1} with
probability one, it gives the linear network (Çelen and Kariv, 2004). Examples of random networks
include networks with independent neighbors (Acemoglu et al., 2011), dependent neighborhoods
(Lobel and Sadler, 2015), and random lattice networks (Arieli and Mueller-Frank, 2019).

Remark 2 (Endogenous networks). Although the benchmark model treats Q as exogenous, the same
approach can be applied to endogenous networks. For example, the distribution of 𝑁𝑖 may depend
on the previous action profile 𝑎1:𝑖−1. We discuss such cases in Section 6.
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2.2 Robustness and Equilibrium Concept

Agents do not have a fully specified Bayesian model of the environment that generated the actions
they observe. In particular, they do not know the signal distributions faced by other agents,
nor the realized observation sets of other agents. Given her own information, an individual
therefore considers all feasible configurations of predecessors’ actions, private likelihood ratios,
and observation sets that are consistent with her observations and with the strategy profile. She
evaluates actions under the most unfavorable posterior belief generated by this compatible set and
chooses an action to maximize worst-case expected utility. This subsection formalizes the resulting
ambiguity set and equilibrium concept.

Information Set and Strategy. The information available to individual 𝑖 at the time of her
decision is

𝐼𝑖 ≡
(
𝑖, 𝑁𝑖, 𝑎𝑁𝑖

, 𝜆𝑖
)
, where 𝑎𝑁𝑖

≡ {𝑎 𝑗 : 𝑗 ∈ 𝑁𝑖}.

Thus, individual 𝑖 knows her index, her realized observation set, the identities and actions of the
predecessors she observes, and her own private likelihood ratio. Since payoffs and posterior beliefs
depend on the private signal only through its likelihood ratio, we use 𝜆𝑖 rather than 𝑠𝑖 as the private-
information component of 𝐼𝑖. Individual 𝑖 does not observe the actions of predecessors outside 𝑁𝑖,
nor does she observe any predecessor’s private likelihood ratio or observation set.

A (pure) strategy for individual 𝑖 is a mapping 𝜎𝑖 : I𝑖 → {0, 1}, where I𝑖 is the set of all possible
information sets. Let 𝜎 = {𝜎𝑖}𝑖≥1 and 𝜎−𝑖 = {𝜎𝑗 } 𝑗<𝑖 denote a strategy profile and the profile of
predecessor strategies relevant for agent 𝑖’s inference, respectively.

Configurations. Fix an information set 𝐼𝑖 and a predecessor strategy profile 𝜎−𝑖. The realized
pair (𝑁𝑖, 𝑎𝑁𝑖

) observed by agent 𝑖 is held fixed. Ambiguity concerns the unobserved action history,
predecessors’ observation sets, and predecessors’ private likelihood ratios. A configuration of
hidden variables for individual 𝑖 is

𝜔̂𝑖 ≡
(
𝑎̂1:𝑖−1, 𝑁̂1:𝑖−1, 𝜆̂1:𝑖−1

)
,

where: (i) 𝑎̂1:𝑖−1 = (𝑎̂1, ..., 𝑎̂𝑖−1) denotes the configured action profile before 𝑖; (ii) 𝑁̂1:𝑖−1 =

(𝑁̂1, ..., 𝑁̂𝑖−1) denotes the configured observation sets before 𝑖; and (iii) 𝜆̂1:𝑖−1 = (𝜆̂1, ..., 𝜆̂𝑖−1)
denotes the configured private likelihood ratios before 𝑖.

Definition 1 (Compatibility). A configuration 𝜔̂𝑖 is compatible with 𝐼𝑖 under 𝜎−𝑖 if it satisfies:

• Observed-history consistency: 𝑎̂ 𝑗 = 𝑎 𝑗 for every 𝑗 ∈ 𝑁𝑖.
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• Strategy consistency: 𝑎̂ 𝑗 = 𝜎𝑗
(
𝑗 , 𝑁̂ 𝑗 , 𝑎̂𝑁̂ 𝑗

, 𝜆̂ 𝑗
)

for every 𝑗 < 𝑖.

• Feasibility: 𝑁̂ 𝑗 ⊆ 𝑃 𝑗 and 𝜆̂ 𝑗 ∈ [1/𝛾, 𝛾] for every 𝑗 < 𝑖.

Let Ω𝑖 (𝐼𝑖, 𝜎−𝑖) denote the set of all configurations compatible with 𝐼𝑖 under 𝜎−𝑖.

This definition formalizes the hidden histories that agent 𝑖 regards as possible given her informa-
tion. The actions of observed predecessors are pinned down by 𝑎𝑁𝑖

, while the actions of unobserved
predecessors may vary. For every predecessor 𝑗 < 𝑖, the configured action must be the action that
𝑗’s strategy would prescribe under the configured observation set 𝑁̂ 𝑗 , the configured local history
𝑎̂𝑁̂ 𝑗

, and the configured private likelihood ratio 𝜆̂ 𝑗 . Thus, Ω𝑖 (𝐼𝑖, 𝜎−𝑖) collects all hidden histories
that can rationalize agent 𝑖’s local observations under the predecessor strategy profile.

Compatible Posterior Sets. The compatible configurations induce a set of predecessor likelihood-
ratio profiles:

Λ𝑖 (𝐼𝑖, 𝜎−𝑖) =
{
𝜆̂1:𝑖−1 ∈ Λ 𝑖−1 : ∃ (𝑎̂1:𝑖−1, 𝑁̂1:𝑖−1) such that (𝑎̂1:𝑖−1, 𝑁̂1:𝑖−1, 𝜆̂1:𝑖−1) ∈ Ω𝑖 (𝐼𝑖, 𝜎−𝑖)

}
,

which we refer to as the set of compatible signals under information set 𝐼𝑖 and strategy 𝜎−𝑖. The
compatible posterior set of agent 𝑖 is

Π𝑖 (𝐼𝑖, 𝜎−𝑖) =
{
𝜋 ∈ Δ (Θ) : 𝜋 = 𝐵𝑈

(
𝜋0; 𝜆̂1:𝑖−1, 𝜆𝑖

)
, 𝜆̂1:𝑖−1 ∈ Λ𝑖 (𝐼𝑖, 𝜎−𝑖)

}
,

where 𝐵𝑈
(
𝜋0; 𝜆̂1:𝑖−1, 𝜆𝑖

)
denotes the Bayes’ update of the prior belief 𝜋0 based on compatible

signals 𝜆̂1:𝑖−1 and private signal 𝜆𝑖. If this set is non-singleton, the agent faces ambiguity about the
posterior belief generated by her observations.7

Max–Min Equilibrium. Individuals have max-min expected utility (MEU) preferences (Gilboa
and Schmeidler, 1989). Each individual 𝑖 evaluates an action based on the lowest expected utility
generated by beliefs in the compatible posterior set. We define the max-min equilibrium as follows.

Definition 2 (Max-Min Equilibrium). A strategy profile 𝜎∗ =
(
𝜎∗
𝑖

)
𝑖∈𝑁 constitutes a max-min

equilibrium if for all 𝑖 and all information sets 𝐼𝑖 ∈ I𝑖, we have

𝜎∗
𝑖 (𝐼𝑖) ∈ arg max

𝑎∈{0,1}
inf

𝜋∈Π𝑖 (𝐼𝑖 ,𝜎∗
−𝑖)

E𝜋𝑈 (𝑎, 𝜃) , (1)

where𝑈 (𝑎, 𝜃) is the Bernoulli utility function that equals 1 if 𝑎 = 𝜃 and 0 if 𝑎 ≠ 𝜃.
7This partial-identification view is related to Battigalli et al. (2015). In their setting, feedback from realized play

only partially identifies the payoff environment; in ours, observed social actions only partially identify the hidden
informational environment.
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This equilibrium concept follows Chen (2026), and we also focus on pure-strategy equilibrium.8

The existence and characterization of the equilibrium is established in the next section.

Probability Notation. For any strategy profile𝜎 and state 𝜃, letP𝜃𝜎 denote the probability measure
over N × Λ∞ × 𝐴∞, where networks and signals are generated by Q and {F𝜃

𝑖
}𝑖≥1, and actions are

generated recursively by 𝜎. In the analysis, we fix an equilibrium strategy profile 𝜎∗ and the
true state 𝜃∗ = 0, and write P ≡ P0

𝜎∗ . We also write P𝜃 ≡ P𝜃
𝜎∗ when we want to emphasize the

dependence on the underlying state. For a realized network 𝑁 , P(· | 𝑁) denotes the corresponding
conditional probability over private likelihood ratios and induced actions.

3 Equilibrium Strategy

Fix an individual 𝑖, information set 𝐼𝑖, and strategy profile 𝜎. The compatible posterior set defined
above is generated by a set of compatible predecessor likelihood-ratio profiles. We summarize this
set by its lowest and highest public likelihood ratios:

ℓ
𝑖
(𝐼𝑖, 𝜎−𝑖) ≡ inf

𝜆̂1:𝑖−1∈Λ𝑖 (𝐼𝑖 ,𝜎−𝑖)

𝑖−1∏
𝑗=1

𝜆̂ 𝑗 , ℓ𝑖 (𝐼𝑖, 𝜎−𝑖) ≡ sup
𝜆̂1:𝑖−1∈Λ𝑖 (𝐼𝑖 ,𝜎−𝑖)

𝑖−1∏
𝑗=1

𝜆̂ 𝑗 .

They summarize the range of public information that can be generated by hidden predecessor
signals and observation sets consistent with 𝐼𝑖 and 𝜎−𝑖. Define the geometric midpoint of this
public likelihood-ratio interval by

𝑟𝑖 (𝐼𝑖, 𝜎−𝑖) ≡
√︃
ℓ
𝑖
(𝐼𝑖, 𝜎−𝑖) × ℓ𝑖 (𝐼𝑖, 𝜎−𝑖).

We refer to 𝑟𝑖 (𝐼𝑖, 𝜎−𝑖) as the average public likelihood ratio. This statistic is the robust public
component of agent 𝑖’s decision rule.

Lemma 1 (Equilibrium Strategy). A max–min equilibrium exists. In equilibrium, individual 𝑖’s
action satisfies

𝑎𝑖 =


0, if 𝜆𝑖 · 𝑟𝑖 < 1,

1, if 𝜆𝑖 · 𝑟𝑖 > 1,

8Whether mixed strategies can hedge against ambiguity depends on individuals’ beliefs about the timing of nature’s
move (Saito, 2015; Ke and Zhang, 2020). By focusing on pure-strategy equilibria, we consider the most pessimistic
benchmark in which agents cannot hedge against by randomizing; see Bose and Renou (2014), Tillio et al. (2016) and
Libgober and Mu (2021) for similar assumptions. Chen (2023) considers an extension in which agents employ mixed
strategies to hedge against ambiguity, and shows that herding and cascade now occur in the form of mixed-strategy;
similar effects also appear in our setting.
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where 𝑟𝑖 ≡ 𝑟𝑖
(
𝐼𝑖, 𝜎

∗
−𝑖
)

denotes the equilibrium average public likelihood ratio.9

Unless stated otherwise, ℓ
𝑖
, ℓ𝑖, and 𝑟𝑖 denote their equilibrium values throughout the paper.

Lemma 1 shows that equilibrium behavior takes a threshold form: private information 𝜆𝑖 is
combined multiplicatively with a single public statistic 𝑟𝑖. Thus, learning dynamics are governed
by the evolution of 𝑟𝑖. This evolution is not obviously tractable. The statistic 𝑟𝑖 is defined through a
compatibility set of hidden signals, actions, and observation networks, and this set is endogenous.
Moreover, on a general network, 𝑟𝑖 need not be determined by 𝑟𝑖−1 or by any simple Markov state.

4 Characterization of Belief Dynamics

This section characterizes how 𝑟𝑖 evolves in equilibrium. We first present the main theorem of the
paper, which provides a closed-form characterization of the dynamics of 𝑟𝑖. We then describe the
extremal configurations that attain the highest and lowest public likelihood ratios, ℓ𝑖 and ℓ

𝑖
.

4.1 Main Theorem

Let 𝑁𝑎
𝑖

denote the set of agents in 𝑁𝑖 that choose action 𝑎, i.e., the action-𝑎 predecessors observed
by 𝑖. Let 𝑛𝑎

𝑖
= |𝑁𝑎

𝑖
| denote its cardinality. The next theorem characterizes the dynamics of the

average public likelihood ratio, 𝑟𝑖.

Theorem 1 (Local Geometric Updating). In a max–min equilibrium, for every 𝑖 and every realized
history and network structure,

log 𝑟𝑖 =
©­«
𝑛1
𝑖∑︁

𝑘=1
2−𝑘 −

𝑛0
𝑖∑︁

𝑘=1
2−𝑘ª®¬ log 𝛾 =

(
2−𝑛

0
𝑖 − 2−𝑛

1
𝑖

)
log 𝛾, (2)

where the empty sum is interpreted as 0.

The theorem gives a simple closed-form characterization of equilibrium belief dynamics. Al-
though agents face ambiguity about both the observation network and the private signals of their
predecessors, equilibrium updating collapses to a tractable rule, which we call local geometric
updating. Under this rule, agents count the number of observed actions 1 and 0, assign to each
action a log-likelihood increment of ± log 𝛾, and aggregate these likelihood contributions within
each action group using geometrically declining weights with discount factor 1/2. The resulting
weighted sum equals log 𝑟𝑖.

9At the cutoff 𝜆𝑖𝑟𝑖 = 1, actions are chosen according to a fixed tie-breaking rule. Since signals are continuous, the
tie case happens with zero probability, and it does not affect the result.
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1

2

3

4 5

Figure 1: A toy directed observation network. An arrow 𝑖 → 𝑗 means that agent 𝑖 observes agent 𝑗
before acting. Light blue nodes represent action 1, light red nodes represent action 0, and the gray
node is the updating agent.

Below is a simple example illustrating how agents update.

Example 2 (A Toy Example). Consider the observation network in Figure 1. Agent 5 directly
observes agents 2, 3, 4, so 𝑁5 = {2, 3, 4}. Suppose the realized actions are

𝑎1 = 1, 𝑎2 = 1, 𝑎3 = 0, 𝑎4 = 1.

Thus, 𝑎𝑁5 = (𝑎2, 𝑎3, 𝑎4) = (1, 0, 1). Under Bayesian updating, agent 5 needs to make inferences
regarding her unobserved action, 𝑎1, and the order of actions often matter. However, under our
robust learning, only the local counts matter (𝑛1

5, 𝑛
0
5) = (2, 1). Theorem 1 yields

log 𝑟5 =

(
(2−1+2−2) − 2−1

)
log 𝛾 = 1

4 log 𝛾, so 𝑟5 = 𝛾1/4.

Thus, agent 5 chooses action 1 if and only if her private likelihood ratio satisfies 𝜆5 > 𝛾
−1/4.

As can be seen, this updating behavior differs sharply from Bayesian or expected-utility models
of social learning. In particular, it has the following features:

1. Local sufficiency. Agent 𝑖’s public belief depends only on her local observations 𝑎𝑁𝑖
. She

does not draw additional information from the unobserved portion of the network. This sharply
contrasts with standard Bayesian social learning, in which agents must reason about the entire
network structure (Acemoglu et al., 2011). In some quasi-Bayesian models, assumptions that
agents treat their local neighborhood as the entire network are often imposed directly (e.g., Li and
Tan, 2020; Mueller-Frank and Neri, 2021). Here, by contrast, local sufficiency arises endogenously
from max–min learning.

2. Order irrelevance. The local history 𝑎𝑁𝑖
can be summarized by the pair of counts (𝑛1

𝑖
, 𝑛0
𝑖
). The

identities of the observed predecessors and the order in which the observed actions were taken do
not matter: any two local histories generating the same counts induce the same public belief. This
again differs sharply from canonical Bayesian models of sequential social learning, where beliefs
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depend on the entire ordered history of past actions (Banerjee, 1992; Bikhchandani et al., 1992;
Smith and Sørensen, 2000).10 Thus, under robust learning, a high-dimensional inference problem
collapses to a two-dimensional sufficient statistic.

3. Geometric aggregation. Observed actions are aggregated geometrically. The 𝑘-th observed ac-
tion equal to 1 contributes +2−𝑘 log 𝛾 to log 𝑟𝑖, while the 𝑘-th observed action equal to 0 contributes
−2−𝑘 log 𝛾. Hence, additional observations have diminishing marginal effects on public beliefs.
This feature is reminiscent of bounded-rationality models such as Eyster and Rabin (2010); Guarino
and Jehiel (2013), in which earlier actions receive greater weight. Here, however, the geometric
weighting is not imposed behaviorally; it is an equilibrium consequence of robust learning.

Intuition. Under max–min learning, agent 𝑖 evaluates a history by comparing the most favorable
and least favorable completions of the hidden environment. Any information that depends only
on unobserved objects—such as hidden actions, signals, or neighborhoods—can be perturbed
in opposite directions across these completions. Since 𝑟𝑖 is the geometric mean of the extreme
likelihood ratios, these hidden components cancel. What remains is the information contained in
directly observed actions, yielding local sufficiency.11

Moreover, the extremal network configurations have a nested echo-chamber structure: each
observed predecessor is assigned a neighborhood consisting only of earlier observed predecessors
who took the same action. In this network, agents only observe the same-action predecessors,
so the relative position of opposite actions does not matter, yielding order irrelevance. Along
such a same-action chain, each additional observation provides weaker marginal evidence, yielding
geometric aggregation. The discount factor being 1/2 is related to 𝑟𝑖 being a geometric mean of
extreme likelihoods.12

4.2 Characterization of Extremal Configurations

We now characterize configurations that attain the extreme public likelihood ratios ℓ𝑖 and ℓ
𝑖
.

Extremal configurations. For each 𝑖, let

𝜔𝑖 ≡
(
𝑎1:𝑖−1, 𝑁1:𝑖−1, 𝜆1:𝑖−1

)
, 𝜔

𝑖
≡

(
𝑎1:𝑖−1, 𝑁1:𝑖−1, 𝜆1:𝑖−1

)
,

10Because later actions are interpreted as conditional on earlier ones, two histories with the same counts, such as
(0, 1) and (1, 0), generally induce different posteriors.

11A key step in the proof is to show that opposite configurations indeed attain the extreme likelihood ratios ℓ𝑖 and
ℓ
𝑖
, which is less straightforward than it appears, because changing hidden actions also affects the inference behind

observed ones.
12As shown in Section 6.3, misspecification of private signals can lead to a general discount factor.
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denote an upper and a lower configuration, respectively; that is, compatible completions that attain
the supremum and infimum public likelihood ratios, ℓ𝑖 and ℓ

𝑖
, under the equilibrium strategy.13

Unanimous-block likelihood ratios. For each 𝑚 ≥ 0, define

𝑟 (1, 𝑚) ≡ 𝛾1−2−𝑚 , 𝑟 (0, 𝑚) ≡ 𝛾−1+2−𝑚 .

By Theorem 1, 𝑟 (1, 𝑚) is the average public likelihood ratio generated by observing a unanimous
block of 𝑚 actions equal to 1; 𝑟 (0, 𝑚) is defined symmetrically.

The following proposition characterizes the extremal configurations.

Proposition 1 (Extremal Configurations). For every 𝑖, the extreme public likelihood ratios
(
ℓ𝑖, ℓ𝑖

)
are attained at configurations

(
𝜔𝑖, 𝜔𝑖

)
such that:

(i) The upper configuration 𝜔𝑖 satisfies

(𝑎 𝑗 , 𝑁 𝑗 , 𝜆 𝑗 ) =


(
1, 𝑁̂ 𝑗 , 𝛾

)
if 𝑗 ∈ 𝑃𝑖 \ 𝑁0

𝑖
,(

0, 𝑁0
𝑖
∩ 𝑃 𝑗 ,

1
𝑟
(
0, |𝑁0

𝑖
∩ 𝑃 𝑗 |

) ) if 𝑗 ∈ 𝑁0
𝑖
,

where 𝑁̂ 𝑗 ⊂ 𝑃 𝑗 is any feasible neighborhood of agent 𝑗 .

(ii) The lower configuration 𝜔
𝑖
satisfies

(𝑎
𝑗
, 𝑁

𝑗
, 𝜆

𝑗
) =


(
0, 𝑁̂ 𝑗 , 1/𝛾

)
if 𝑗 ∈ 𝑃𝑖 \ 𝑁1

𝑖
,(

1, 𝑁1
𝑖
∩ 𝑃 𝑗 ,

1
𝑟
(
1, |𝑁1

𝑖
∩ 𝑃 𝑗 |

) ) if 𝑗 ∈ 𝑁1
𝑖
,

where 𝑁̂ 𝑗 ⊂ 𝑃 𝑗 is any feasible neighborhood of agent 𝑗 .

To explain the proposition, let’s focus on the upper configuration 𝜔𝑖, which makes public
information as favorable as possible to state 𝜃 = 1. Agent 𝑖 effectively divides her predecessors
into two groups.

1. Predecessors not pinned down as 0. The first group is 𝑃𝑖 \ 𝑁0
𝑖
, consisting of predecessors

whose actions are not observed as 0. This includes all unobserved predecessors as well as those
13The extremal configurations need not be unique; the proposition below selects convenient canonical representatives.
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𝛾
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4
𝛾

1

𝛾

(A) Upper configuration 𝜔5

1

2
1

3

4
1/𝛾

1/𝛾

1/√𝛾

(B) Lower configuration 𝜔5

Figure 2: Upper and lower extremal configurations in the toy example. Node colors denote
configured actions (blue = 1, red = 0), and expressions denote configured signals. Solid links
are required by the extremal construction, whereas dashed links may be chosen arbitrarily without
affecting the extremal likelihood ratio.

observed taking action 1. For this group, the upper configuration simply assigns action 1 and the
most favorable private signal 𝛾.14

2. Predecessors pinned down as 0. The second group is 𝑁0
𝑖
, the predecessors observed taking

action 0. For these agents, the upper configuration features a nested echo-chamber network,

𝑁 𝑗 = 𝑁
0
𝑖 ∩ 𝑃 𝑗 , ∀ 𝑗 ∈ 𝑁0

𝑖

so that 𝑗 observes exactly the earlier predecessors in 𝑁0
𝑖

who also took action 0. Under this network,
agent 𝑗 observes a herd of action 0 of length |𝑁0

𝑖
∩ 𝑃 𝑗 |, so 𝑟 𝑗 = 𝑟

(
0, |𝑁0

𝑖
∩ 𝑃 𝑗 |

)
, and the largest

private signal consistent with taking action 0 is therefore 𝜆 𝑗 = 1/𝑟 𝑗 .
The lower configuration 𝜔

𝑖
is symmetric: one reverses the roles of 0 and 1, and of 𝛾 and

1/𝛾. Thus, in both extremal configurations, predecessors whose observed actions run against the
extremal state are rationalized by nested same-action neighborhoods, while all other predecessors
are pushed to the most favorable action-signal pair. The next figure and example illustrate this
construction in the toy network of Example 2.

Example 3 (Example 2 revisited). Recall that agent 5 observes (𝑎2, 𝑎3, 𝑎4) = (1, 0, 1), so that
𝑁0

5 = {3} and 𝑁1
5 = {2, 4}. Figure 2 displays the corresponding upper and lower configurations.

(A) Upper configuration 𝜔5. Since agents 1, 2, and 4 are not pinned down as taking action 0,
the upper configuration assigns each of them action 1 and signal 𝛾; that is, (𝑎 𝑗 , 𝜆 𝑗 ) = (1, 𝛾) for
𝑗 ∈ {1, 2, 4}. Agent 3 is the only predecessor pinned down as taking action 0. Because there is no

14Their perceived neighborhoods do not affect the extremum, so any feasible choice of 𝑁̂ 𝑗 ⊂ 𝑃 𝑗 suffices. Indeed,
Theorem 1 implies that every public likelihood ratio lies in [1/𝛾, 𝛾], so the strongest signal 𝛾 always rationalizes action
1 and, symmetrically, 1/𝛾 always rationalizes action 0.
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earlier predecessor in 𝑁0
5 , her nested echo-chamber neighborhood is trivial, 𝑁3 = 𝑁0

5 ∩ 𝑃3 = ∅.
Hence, 𝜆3 = 1/𝑟 (0, 0) = 1. Multiplying all configured signals, we obtain 𝑙5 = 𝛾3.

(B) Lower configuration 𝜔5. Symmetrically, agents 1 and 3 are not pinned down as taking action 1,
so the lower configuration assigns each of them action 0 and signal 1/𝛾. For the two predecessors
observed taking action 1, Proposition 1 assigns nested same-action neighborhoods 𝑁2 = ∅ and
𝑁4 = {2}. Therefore, 𝜆2 = 1/𝑟 (1, 0) = 1 and 𝜆4 = 1/𝑟 (1, 1) = 1/√𝛾. Thus, ℓ5 = 𝛾−5/2.

Combining the two configurations, we obtain 𝑟5 =

√︃
ℓ5ℓ5 = 𝛾1/4, which coincides with the

average public likelihood ratio derived in Example 2.

In Figure 2, the solid links represent the links required to attain the extremal likelihood ratio,
whereas the dashed links are arbitrary. Thus, the echo-chamber structure is the real restriction in
the extremal configurations—in panel (A), we require that 3 observes nothing; in panel (B), we
require that 2 observes nothing, and agent 4 observes only agent 2.

Why nested echo chambers? The extremal configurations have two features. First, they are
echo chambers: predecessors whose observed actions run against the extremal state observe only
predecessors taking the same action. This makes their actions easier to rationalize with adverse
private signals. Second, they are nested: these predecessors observe only same-action agents who
are also observed by agent 𝑖 and who acted before them.

The nesting restriction rules out using additional same-action predecessors outside 𝑁𝑖. The toy
example illustrates why. In the lower configuration in panel (B), one might try to make agent 4’s
action 1 easier to rationalize by also assigning agent 1 action 1 and letting 4 observe both 1 and
2. This would indeed allow a lower signal for agent 4: her signal could fall from 1/√𝛾 to 1/𝛾3/4.
But it also forces agent 1 to switch from the extremal action-signal pair (0, 1/𝛾) to (1, 1). The loss
from changing agent 1’s assignment dominates the gain from relaxing agent 4’s signal constraint,
so the total likelihood ratio increases rather than decreases.

The same logic applies generally. Adding same-action predecessors outside 𝑁𝑖 may relax one
observed agent’s signal constraint, but those additional predecessors must themselves be assigned
the same action, preventing them from receiving their extremal action-signal assignments. Hence
the extremal configuration nests only the observed same-action predecessors.

5 Characterization of Long-Run Action Dynamics

We now use the local geometric updating rule to study long-run action dynamics. We show that
properties of networks shape the learning dynamics. The first is expansion: larger neighborhoods
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make it harder for private signals to overturn unanimous social evidence, and therefore determine
whether herding can arise with positive probability. The second is forgetting: under the local
geometric updating rule, a visible dissent is never fully washed out, so learning and consensus
require old disagreement to eventually disappear from agents’ observation sets.

5.1 Tail Assumption

We first impose a regularity condition on the true DGPs.

Assumption 1 (Power Tail). For all 𝑖, F0
𝑖
(𝑥) ∼ 𝑐 × (𝑥 − 1/𝛾)𝛼 as 𝑥 → 1/𝛾, where 𝑐, 𝛼 > 0 are

fixed constants.

Assumption 1 is a standard power-tail condition (e.g., Rosenberg and Vieille, 2019; Arieli
et al., 2025; Chen, 2026). The parameter 𝛼 measures the thickness of the tail near the most
informative signals favoring state 0: smaller 𝛼 means that extreme private signals are more likely.
The assumption can be relaxed for some results; see footnote 16.15

5.2 Positive-Probability Herding

We first characterize when herding can occur with positive probability. We say that herding occurs
if there exist a finite time 𝑇 and an action 𝑎 ∈ {0, 1} such that 𝑎𝑖 = 𝑎 for all 𝑖 ≥ 𝑇 . Let 𝑛𝑖 := |𝑁𝑖 |
denote the number of neighbors observed by agent 𝑖. We begin with a pathwise characterization

Theorem 2 (Positive-probability herding: pathwise). Suppose Assumption 1 holds. Fixing any
network 𝑁 = (𝑁𝑖)𝑖≥1, herding occurs with strictly positive P(· | 𝑁)-probability if and only if

𝐻𝛼 (𝑁) :=
∑︁
𝑖≥1

2−𝛼𝑛𝑖 < ∞.

Moreover, whenever 𝐻𝛼 (𝑁) < ∞, both correct and incorrect herds occur with strictly positive
P(· | 𝑁)-probability.

Theorem 2 gives a sharp pathwise condition for positive-probability herding. The intuition
follows directly from local geometric updating. If agent 𝑖 observes 𝑛𝑖 unanimous actions, then
choosing the opposite action requires a sufficiently extreme private signal. By Assumption 1, the
probability of such a herd-breaking signal is of order 2−𝛼𝑛𝑖 . Thus 𝐻𝛼 (𝑁) measures the cumulative
probability of future deviations from a herd. If this series is summable, a herd can survive with
positive probability; if it diverges, herd-breaking signals occur too often for eventual herding to
have positive probability.

15A common example of a distribution with a power tail is the beta distribution; an example that does not have a
power tail is the normal distribution, but it satisfies the weaker requirement in footnote 16.
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𝑖

(A) 𝑏-ary tree with 𝑏 = 2

𝑖

(B) lattice in Z2
+ with 𝑅 = 1

Figure 3: Illustrations of two deterministic network environments. Blue nodes are the agents in
the focal agent’s observation set 𝑁𝑖, gray nodes are other predecessors, and the white node denotes
agent 𝑖. In panel (A), 𝑁𝑖 consists of all ancestors of 𝑖. In panel (B), 𝑁𝑖 is the entire previous
generation 𝑔𝑖 − 1.

Log-expansion property and herding. Proposition 2 has a transparent implication in terms of
the growth rate of {𝑛𝑖}.

Proposition 2 (Log-expansion condition). Suppose Assumption 1 holds and fix any realized network
𝑁 . If there exists 𝜀 > 0 such that

𝑛𝑖 ≥
(

1
𝛼
+ 𝜀

)
log2 𝑖 for all large 𝑖,

then both correct and incorrect herds occur with strictly positive P(· | 𝑁)-probability. Conversely,
if 𝑛𝑖 ≤ (1/𝛼) log2 𝑖 for all large 𝑖, then herding occurs with zero P(· | 𝑁)-probability.

Proposition 2 identifies the logarithmic growth benchmark behind Theorem 2. Under the
power-tail condition, the critical scale is 1

𝛼
log2 𝑖. If neighborhoods eventually grow faster than this

scale, then herd-breaking signals are summable and herding occurs with positive probability. If
neighborhoods grow no faster than this scale, then such deviations are not summable and herding
has probability zero.16 Also, note that 1

𝛼
log2(𝑖)/𝑖 → 0 as 𝑖 → ∞, so even a vanishing fraction of

society can generate herding.

Example 4 (𝑏-ary tree). Consider a 𝑏-ary tree network in which agent 1 is the root (generation 0),
and each agent has exactly 𝑏 children. Each agent observes all of her ancestors on the unique path
to the root; see Figure 3(A). Proposition 2 implies that herding occurs with positive probability

16 Assumption 1 can be weakened. The sufficient condition for herding only requires that F0
𝑖
(𝑥) is weakly less than

some power function near its tail. More generally, suppose

𝑑 × (𝑥 − 1/𝛾)𝛽 ≤ F0
𝑖 (𝑥) ≤ 𝑐 × (𝑥 − 1/𝛾)𝛼,

as 𝑥 → 1/𝛾, where 𝑐, 𝑑 > 0 and 0 < 𝛼 < 𝛽. Then condition for herding is the same, and the condition for non-herding
is to use power 𝛽 in the theorem.
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if and only if 𝛼 > log2 𝑏. Equivalently, herding survives when extreme private signals are rare
enough to offset the exponential growth in the number of branches.

Example 5 (Lattice on Z𝑑+). Agents are located on the 𝑑-dimensional lattice Z𝑑+. The generation
of an agent at location 𝑥 = (𝑥1, . . . , 𝑥𝑑) is given by its ℓ1-distance from the origin. Proposition 2
implies herding occurs with positive probability if and only if 𝑑 ≥ 2.

Herding condition for random networks. The pathwise theorem immediately yields the random
counterpart once we integrate over the law Q of the network—herding occurs with strictly positive
P-probability if and only if 𝐻𝛼 (𝑁) < ∞ happens with strictly positive Q-probability. Below is a
more checkable condition.

Proposition 3 (Positive-probability herding: unconditional). Suppose Assumption 1 holds. Then if∑︁
𝑖≥1

EQ
[
2−𝛼𝑛𝑖

]
< ∞,

then both correct and incorrect herds occur with strictly positive P-probability. Conversely, if
the neighbor sets are independent and

∑
𝑖≥1 EQ

[
2−𝛼𝑛𝑖

]
= ∞, then herding occurs with zero P-

probability.

Proposition 3 lifts the sharp pathwise result to random networks. The message is unchanged:
positive-probability herding is governed by expansion alone. Part (i) gives a convenient suffi-
cient condition in terms of expected neighborhood growth, while part (ii) gives a converse under
independence.

Example 6 (Random sample of predecessors). Suppose that for each agent 𝑖, each predecessor
𝑗 < 𝑖 is observed independently with common probability

𝑝𝑖 =
𝑎

(𝑖 − 1)𝑐 , 𝑎, 𝑐 > 0.

This is the network in Acemoglu et al. (2011). Then

𝑛𝑖 ∼ Bin
(
𝑖 − 1,

𝑎

(𝑖 − 1)𝑐

)
, EQ [2−𝛼𝑛𝑖 ] =

(
1 − 𝑎(1 − 2−𝛼)

(𝑖 − 1)𝑐

) 𝑖−1
.

Therefore, ∑︁
𝑖≥1

EQ [2−𝛼𝑛𝑖 ] < ∞ ⇐⇒ 𝑐 < 1.

Since neighbor sets are independently drawn, Proposition 3 implies that 𝑐 < 1 is the exact threshold
for positive-probability herding.
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Remark 3 (Unbounded signals). Acemoglu et al. (2011) show that when signals are unbounded,
correct asymptotic learning is achieved if and only if 𝑐 < 1. To compare more directly with their
result, we consider a sequence of bounded DGPs converging to an unbounded DGP. Proposition
11 in Appendix A.10 shows that when 𝑐 < 1, the probability of an incorrect herd remains bounded
below by a constant 𝜀 > 0 even for arbitrarily precise signals. In this sense, the Bayesian asymptotic-
learning result does not arise as a limit of bounded robust models.17

5.3 Expansion vs. Forgetting in Action Dynamics

The previous subsection shows that herding can occur if the network features sufficient expansion.
It does not tell us when correct learning occurs. To answer these questions, we need to consider
an opposite feature: forgetting. The interplay of these two forces jointly determines the long-run
dynamics.

5.3.1 Non-Washout Property

We begin with the property that drives the rest of the analysis.

Lemma 2 (Non-washout property). In equilibrium, the following hold for every agent 𝑖.

(i) If 𝑛0
𝑖
≥ 1, then 𝑟𝑖 ≤ 𝛾1/2.

(ii) If 𝑛1
𝑖
≥ 1, then 𝑟𝑖 ≥ 𝛾−1/2.

Hence, as long as at least one action 0 and one action 1 remain visible in the network, public beliefs
are bounded away from the extremes 1/𝛾 and 𝛾.

Lemma 2 says that a single visible action 0 prevents social evidence from becoming arbitrarily
favorable to action 1, and vice versa. Thus a visible mistake retains permanent local influence as
long as it remains observable. This motivates the following notion of persistence.

Definition 3 (Persistence). For a realized network 𝑁 , agent 𝑖 is persistent if 𝐿 (𝑖) :=
��{𝑘 > 𝑖 : 𝑖 ∈

𝑁𝑘 }
�� = ∞. That is, infinitely many later agents observe agent 𝑖.

Persistence is an obstruction to learning because a mistaken persistent action remains visible to
infinitely many later agents. The next subsection formalizes this point.

17In the Bayesian case, incorrect actions often die out as the support of signals expands. For example, in the standard
sequential model, the probability of an incorrect herd converges to zero as 𝛾 → +∞. So although complete learning
requires unbounded signals, there is still a form of continuity in the probability of taking the correct action.
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5.3.2 Asymptotic Learning

Failure of herding does not by itself rule out learning. It may still be that the probability of the correct
action converges to one. Under the standing convention 𝜃∗ = 0, we say that asymptotic learning
occurs if P(𝑎𝑖 = 0) → 1. Conditional on a realized network 𝑁 , this becomes P(𝑎𝑖 = 0 | 𝑁) → 1.

Proposition 4 (Necessary conditions for learning). Suppose private signals are i.i.d. and satisfy
Assumption 1. Fix any realized network 𝑁 . If P(𝑎𝑖 = 0 | 𝑁) → 1, then 𝑁 contains no persistent
agent and satisfies 𝑛𝑖 → ∞ and 𝐻𝛼 (𝑁) = ∞.

Proposition 4 shows that learning requires a delicate balance. The network must forget old
actions, so that visible mistakes do not persist forever. At the same time, neighborhoods must
expand, which ensures that social information continues to aggregate. But expansion must be slow
enough so that incorrect herds are not self-sustaining; hence the condition 𝐻𝛼 (𝑁) = ∞.

One interesting implication is that many common networks that could have achieved correct
learning under Bayesian learning fail to do so under robust learning.

Example 7 (Failures of asymptotic learning). Below are some networks that cannot achieve asymp-
totic learning in our framework.

Sacrificial-lamb networks. Consider networks in which

𝑁𝑖 =


∅, with probability 𝑝𝑖,

𝑃𝑖, with probability 1 − 𝑝𝑖 .

Agents with 𝑁𝑖 = ∅ act only on their private signals. In the Bayesian model, asymptotic learning
obtains if

∑
𝑖 𝑝𝑖 = ∞ and 𝑝𝑖 → 0, because these agents inject fresh information that is later

aggregated. In the robust model, this force is not sufficient. Sacrificial-lamb agents make mistakes
with strictly positive probability, and later agents who observe the full history continue to see those
mistakes. By Lemma 2, such mistakes are never fully diluted, so asymptotic learning fails.

Other networks. The same logic applies more broadly. In networks with non-persuasive neigh-
borhoods in Acemoglu et al. (2011), asymptotic learning is driven by infinitely many agents who
continue to place positive weight on their private signals. These agents can be viewed as generalized
sacrificial lambs. Likewise, in the multidimensional random lattice of Arieli and Mueller-Frank
(2019), high linking probabilities allow late agents to aggregate many conditionally independent
signals under Bayesian updating. Under robust inference, the non-washout property weakens this
aggregation channel: fallible actions that remain visible continue to affect later beliefs.

The failure examples suggest that learning requires explicit forgetting. We therefore turn to a
benchmark class of networks in which old disagreement disappears mechanically.
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|𝐺8 | = 4

𝐺9

|𝐺9 | = 4

Figure 4: A regenerative network. Each generation 𝐺 𝑡 observes only the immediately preceding
generation 𝐺 𝑡−1.

Definition 4 (Regenerative network). For a sequence of positive integers {𝑚𝑡}𝑡≥1, define 𝑀𝑡 :=∑𝑡
𝑠=1 𝑚𝑠 and 𝐺 𝑡 := {𝑀𝑡−1 + 1, . . . , 𝑀𝑡} with 𝑀0 := 0. The network is

𝑁𝑖 =


∅, 𝑖 ∈ 𝐺1,

𝐺 𝑡−1, 𝑖 ∈ 𝐺 𝑡 , 𝑡 ≥ 2.

Thus each generation observes only the immediately preceding generation.

The key feature of a regenerative network is immediate forgetting of older disagreement. Once
the process moves from generation 𝑡 to generation 𝑡 + 1, actions before generation 𝑡 are no longer
visible. Thus old mistakes can disappear from future observation sets.

Figure 4 illustrates the regenerative structure. A related example is the lattice network on Z2
+

with 𝑅 = 1, as depicted in Figure 3(B). That network is also regenerative. The results below
show that forgetting alone is not enough: the growth rate of generation sizes determines whether
forgetting supports learning or instead leads to herding.

Proposition 5 (Sufficient condition for learning). Suppose private signals are i.i.d. and satisfy
Assumption 1. Suppose also that F0(𝛾−1/2) > max{2−𝛼, 1 − 2−𝛼}.18 Let 𝑁 be a regenerative
network as in Definition 4. If 𝑚𝑡 → ∞ with bounded increments, and there exists 𝜀 > 0 such that

𝑚𝑡 ≤
(

1
𝛼
− 𝜀

)
log2 𝑡 for all large 𝑡,

then asymptotic learning occurs: P(𝑎𝑖 = 0 | 𝑁) → 1.
18The condition is a technical dominance requirement used in the recursive bounds. Let 𝑞 := F0 (𝛾−1/2), which

provides a lower bound on the probability of choosing the correct action after a mixed generation. The inequality
𝑞 > 2−𝛼 ensures that mixed generations reach correct unanimous generations often enough, while 𝑞 > 1−2−𝛼 ensures
that wrong unanimous generations vanish sufficiently fast.
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Proposition 5 identifies a clean learning region for regenerative networks. Generation sizes grow,
so agents eventually observe more social information, but they remain below the critical logarithmic
boundary for positive-probability herding. This prevents incorrect unanimous generations from
becoming self-sustaining. At the same time, the regenerative structure ensures that old mistakes
are forgotten. Thus asymptotic learning is supported by slow expansion together with explicit
forgetting.

5.3.3 Almost-Sure Herding

The non-washout property also imposes a forgetting requirement for almost-sure herding. The next
proposition gives necessary conditions, parallel to Proposition 4.

Proposition 6 (Necessary conditions for a.s. herding). Suppose private signals are i.i.d. and
satisfy Assumption 1. Fix any realized network 𝑁 . If herding occurs P(· | 𝑁)-almost surely, then
𝑁 contains at most one persistent agent and satisfies 𝐻𝛼 (𝑁) < ∞. In particular, 𝑛𝑖 → ∞.

Proposition 6 shows that almost-sure herding, like asymptotic learning, requires both expansion
and forgetting. The expansion requirement is opposite to that for learning: almost-sure herding
requires 𝐻𝛼 (𝑁) < ∞, so that herd-breaking deviations are summable, whereas asymptotic learning
requires 𝐻𝛼 (𝑁) = ∞, so that incorrect herds are not self-sustaining. Almost-sure herding also
requires forgetting: the network cannot contain more than one persistent agent. Suppose there
are two persistent agents, then they have disagreement with strictly positive probability, and such
disagreement is observed by infinitely many agents. By non-washout property, both actions will
be taken infinitely often.

Example 8 (Canonical sequential learning). In the complete-history network, 𝑁𝑖 = 𝑃𝑖 for every
𝑖. Hence 𝑛𝑖 = 𝑖 − 1, so 𝐻𝛼 (𝑁) < ∞ and herding occurs with positive probability by Theorem 2.
However, every agent is persistent. Therefore Proposition 6 implies that herding does not occur
almost surely. Thus expansion alone can generate possible herds, but without forgetting it does not
guarantee pathwise convergence.19

The following proposition provides a sufficient condition for almost sure herding to occur on
regenerative networks.

Proposition 7 (Sufficient condition for a.s. herding). Consider the regenerative network in Defini-
tion 4. Suppose private signals are i.i.d. and satisfy Assumption 1. Let 𝜌(𝑧) := max{F0(1/𝑧), 1 −
F0(1/𝑧)}, where 𝑧 ∈ Z := [𝛾−1/2, 𝛾1/2].

19In fact, herding occurs if and only if there is immediate herding, i.e., all agents choose the same action.

23



(i) If there exists 𝜀 > 0 such that(
1
𝛼
+ 𝜀

)
log2 𝑡 ≤ 𝑚𝑡 ≤

(
log2(1/𝜌)−1 − 𝜀

)
log2 𝑡 for all large 𝑡,

then herding occurs P-almost surely;

(ii) If there exists 𝜀 > 0 such that

𝑚𝑡 ≥
(
log2(1/𝜌)−1 + 𝜀

)
log2 𝑡 for all large 𝑡,

then herding does not occur P-almost surely,

where 𝜌 and 𝜌 denote the minimum and maximum values of 𝜌(𝑧) on Z, respectively.

The function 𝜌 captures how likely a mixed generation is to coordinate. When the previous
generation is mixed, Lemma 2 implies that the public likelihood ratio faced by the next generation
lies in Z. At public likelihood ratio 𝑧, an individual chooses action 0 with probability F0(1/𝑧) and
action 1 with probability 1 − F0(1/𝑧). Hence 𝜌(𝑧) is the probability of choosing the more likely
action, while 𝜌 and 𝜌 give worst- and best-case coordination probabilities over mixed histories.

Proposition 7 identifies a logarithmic window for almost-sure herding. The lower bound is
the same expansion force as in Theorem 2: once a generation is unanimous, later deviations must
be summable. The upper bound is a renewal requirement: after a mixed generation, the process
must still be able to reach a unanimous generation. If generations are too large, mixed generations
coordinate too rarely, so absorption need not occur almost surely.

Summary. The previous discussion highlights how expansion and forgetting jointly determine
long-run learning outcomes. Expansion determines whether social information can discipline
private noise: without enough expansion, actions remain too sensitive to private signals; with
enough expansion, agreement can become self-reinforcing and herds can survive. Forgetting
determines whether past disagreement can disappear: without it, visible mistakes retain permanent
influence and can block both learning and pathwise convergence.

The two forces enter differently across outcomes. Asymptotic learning requires moderate
expansion: enough to aggregate information, but not so much that incorrect unanimity becomes
self-sustaining. It also requires enough forgetting to erase old mistakes. Almost-sure herding
requires expansion strong enough to stabilize unanimity, but not so strong that mixed generations
almost never coordinate. It also requires enough forgetting for dissent to leave the observable
record.
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6 Extensions and Discussion

This section discusses how the main results change when we vary different modeling ingredients.
Section 6.1 studies endogenous networks in the setting of recommendation systems. Section 6.2
extends the discussion to other ambiguity preferences. Section 6.3 considers an extension in
which agents misspecify their private signals and shows that this can lead to a general geometric
discount factor. Section 6.4 considers the extension where individuals know coarse features of the
observation structure.

6.1 Endogenous Network and Recommendation Systems

The local characterization extends naturally to endogenous observation rules, because it is path-
wise in realized local observations. The difference is that probabilistic long-run statements now
must account for the dependence between actions and future observation sets. We illustrate this
point through recommendation systems. On many digital platforms, visibility is endogenous: a
recommender system decides which predecessors become salient on the basis of earlier actions.20

The following examples show how recommendation rules can affect expansion and forgetting.

Popularity-based algorithm. Platforms often allocate attention based on past popularity, favor-
ing actions that have been chosen more frequently. Consider a simple version of such a rule. Let
𝑍𝑎 (𝑖) denote the number of predecessors of agent 𝑖 who chose action 𝑎. Define the popular action
before date 𝑖 by

𝑎★(𝑖) =


1, 𝑍1(𝑖) > 𝑍0(𝑖)

0, 𝑍1(𝑖) ≤ 𝑍0(𝑖).

The recommendation system recommends each predecessor 𝑗 < 𝑖 independently with probability

Q ( 𝑗 ∈ 𝑁𝑖) =

𝜂𝑖, 𝑎 𝑗 = 𝑎

★(𝑖)

𝜂𝑖𝑒
−𝛽𝑖 , 𝑎 𝑗 ≠ 𝑎

★(𝑖).
(3)

Here 𝜂𝑖 controls overall exposure intensity, while 𝛽𝑖 measures the algorithm’s bias toward the
currently popular action. When 𝛽𝑖 = 0, the platform is popularity-neutral. As 𝛽𝑖 increases,
visibility tilts more strongly toward the current majority. This rule generates almost-sure herding
when the algorithm maintains persistent exposure of the majority while progressively suppressing

20Related work on endogenous or platform-mediated exposure includes Song (2016) on endogenous observation, Che
and Hörner (2018) and Lyu (2026) on recommendation-platform design, Dasaratha and He (2026b) on virality-based
news feeds, and Acemoglu et al. (2022) on learning from online review systems.
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the minority. One convenient sufficient condition is

𝜂𝑖 ≡ 𝜂 > 0 and
∑︁
𝑖

𝑖𝑒−𝛽𝑖 < ∞.

For example, any sequence satisfying 𝛽𝑖 ≥ (2 + 𝜀) ln 𝑖 for some 𝜀 > 0 is sufficient.21 The intuition
is exactly the expansion–forgetting logic from Section 5: majority exposure ensures expansion,
while minority suppression ensures that disagreement does not remain persistently visible.

Algorithm that implements learning. Recommendation systems can also be designed to restore
asymptotic learning. The key is to separate information generation from information propagation:
exploration generates fresh signals, while exploitation propagates only filtered information so that
disagreement is not kept visible forever. Consider the following algorithm:

(i) with probability 𝑝𝑖, agent 𝑖 is assigned to exploration and observes no predecessor;

(ii) with probability 1−𝑝𝑖, agent 𝑖 is assigned to exploitation and observes all previous exploration
agents whose action matches the majority action among exploration agents.

Relative to the sacrificial-lamb construction in Example 7, the difference is that dissenting explo-
ration actions are not propagated indefinitely. Exploration injects fresh information, while selective
exposure during exploitation prevents old mistakes from remaining visible. Asymptotic learning
obtains when 𝑝𝑖 → 0 and

∑
𝑖 𝑝𝑖 = ∞.

6.2 Other Ambiguity Preferences

The main results extend to other ambiguity preferences.

𝛼-max-min expected utility. Suppose agents have 𝛼-max-min expected utility (Hurwicz, 1951;
Ghirardato et al., 2004):

𝑉
𝛽

𝑖
(𝑎) = 𝛽min

𝜋∈Π𝑖

E𝜋𝑈 (𝑎, 𝜃) + (1 − 𝛽) max
𝜋∈Π𝑖

E𝜋𝑈 (𝑎, 𝜃),

where 𝛽 ∈ [0, 1]. Here 𝛽 indexes the degree of pessimism, with 𝛽 = 1 corresponding to the
benchmark max–min model and 𝛽 = 0 to max–max expected utility. Let 𝑝−

𝑖
and 𝑝+

𝑖
denote the

lowest and highest posterior belief on state 1 in Π𝑖, respectively. Then

𝑉
𝛽

𝑖
(1) = 𝛽𝑝−𝑖 + (1 − 𝛽)𝑝+𝑖 , 𝑉

𝛽

𝑖
(0) = 𝛽(1 − 𝑝+𝑖 ) + (1 − 𝛽) (1 − 𝑝−𝑖 ).

21One special case is the winner-take-all rule 𝛽𝑖 = ∞, under which only the popular action is observed.
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Hence agent 𝑖 chooses action 1 if and only if 𝑝−
𝑖
+ 𝑝+

𝑖
≥ 1, which is equivalent to 𝜆𝑖𝑟𝑖 ≥ 1. Therefore

the equilibrium cutoff rule is unchanged for all 𝛽, and all results in this paper extend directly.

Minimax regret. The same cutoff obtains under minimax regret (Savage, 1951; Milnor, 1954).
Let

𝑅𝑖 (𝑎) = max
𝜋∈Π𝑖

[
max
𝑎′∈{0,1}

E𝜋𝑈 (𝑎′, 𝜃) − E𝜋𝑈 (𝑎, 𝜃)
]

denote the worst-case regret from action 𝑎. Then

𝑅𝑖 (1) = max{0, 1 − 2𝑝−𝑖 }, 𝑅𝑖 (0) = max{0, 2𝑝+𝑖 − 1}.

Agent 𝑖 chooses action 1 if and only if 𝑅𝑖 (1) ≤ 𝑅𝑖 (0), or equivalently 𝑝−
𝑖
+ 𝑝+

𝑖
≥ 1. This is again

equivalent to 𝜆𝑖𝑟𝑖 ≥ 1. Therefore minimax regret delivers the same equilibrium cutoff rule as the
benchmark.

Smooth ambiguity preferences. Smooth ambiguity preferences (Klibanoff et al., 2005) do not
generally deliver the exact same cutoff rule, because decisions depend on the distribution of beliefs
inside the compatible posterior set, not only on its endpoints. Suppose agent 𝑖 evaluates action 𝑎
according to

𝑉𝑖 (𝑎) = 𝜙−1
(∫

Π𝑖

𝜙(E𝜋𝑈 (𝑎, 𝜃)) 𝑑𝜇𝑖 (𝜋)
)
,

where 𝜙 : [0, 1] → R is increasing and 𝜇𝑖 is a second-order belief supported on the compatible
posterior set. The benchmark can be viewed as the limiting case of large ambiguity aversion.

As ambiguity aversion grows, the induced cutoff converges to the benchmark cutoff, so any finite-
horizon action process converges to the benchmark one.22 Under additional regularity conditions,
the corresponding infinite-horizon implications can also be transferred; for example, on regenerative
networks, sufficiently ambiguity-averse smooth agents inherit the benchmark herding region.

6.3 Misspecification of Private Signals

We next allow agents to misperceive their private signals. Specifically, each agent behaves as if her
private likelihood ratio were 𝜆𝛽

𝑖
. When 𝛽 > 1, the agent overreacts to private information, treating

a given signal as more informative than it truly is; when 𝛽 ∈ (0, 1), she underreacts, treating the
same signal as less informative. The equilibrium strategy continues to take a cutoff form: agent 𝑖
chooses action 1 if 𝜆𝛽

𝑖
· 𝑟𝑖 > 1 and 0 otherwise. The dynamics of 𝑟𝑖 remain tractable and still follow

a local geometric updating rule, but with a general discount factor.
22A special case is that if 𝜇𝑖 is symmetric around the midpoint of the compatible posterior interval, then the induced

choice rule is again 𝜆𝑖𝑟𝑖 ≷ 1, so the benchmark dynamics extend exactly.
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Proposition 8 (Misspecification). Under the misspecified model above, the average public likeli-
hood ratio 𝑟𝑖 satisfies

log 𝑟𝑖 =
©­«1

2

𝑛1
𝑖∑︁

𝑘=1
𝛿𝑘−1 − 1

2

𝑛0
𝑖∑︁

𝑘=1
𝛿𝑘−1ª®¬ log 𝛾 =

1
2(1 − 𝛿)

(
𝛿𝑛

0
𝑖 − 𝛿𝑛1

𝑖

)
log 𝛾,

with
𝛿 = 1 − 1

2𝛽
,

where 𝛽 > 1/2 and the empty sum is interpreted as 0.23

The benchmark model is recovered at 𝛽 = 1, in which the discount factor is exactly 1/2.
Larger 𝛽 therefore implies slower geometric decay of weights, while smaller 𝛽 implies faster decay.
Economically, a higher 𝛽 means that agents place greater weight on their private signals relative
to inherited public beliefs. As a result, a given finite history of same-action predecessors exerts
weaker influence on current decisions, making it easier for agents to deviate from the herd. At
the same time, because agents are more willing to break away, observing continued agreement
becomes more informative, so the decay of weights across successive same-action predecessors is
slower.

Under Assumption 1, the same tail argument as in Section 5 implies that the pathwise herding
criterion becomes

∑
𝑖≥1 𝛿

𝛼𝑛𝑖 < ∞. In particular, if there exists 𝜀 > 0 such that

𝑛𝑖 ≥
(

1
𝛼
+ 𝜀

)
log1/𝛿 𝑖 for all large 𝑖,

then herding occurs with strictly positive probability. Since 𝛿 increases with 𝛽, more overconfident
agents require faster network expansion in order for herding to emerge.

6.4 Partial Network Knowledge

In the benchmark, agents are fully ambiguous about the observation structure, which leads to local
geometric updating and order irrelevance. In contrast, when agents know the full network, inference
obviously becomes order-dependent. We now study an intermediate case in which agents possess
partial knowledge of the network.

Coarse network knowledge. Fix agent 𝑖. Suppose her observed predecessors are partitioned into
ordered types 𝑁𝑖 =

⋃𝑇
𝑡=1 𝑁𝑖𝑡 , where type 1 is the oldest and type 𝑇 is the most recent. When

23The restriction 𝛽 > 1/2 ensures a nondegenerate geometric-discount representation. If 𝛽 ≤ 1/2, then after one
observed action the public component already outweighs the strongest opposing private signal, so further same-sign
actions cease to carry additional information.
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observing a predecessor 𝑗 , agent 𝑖 observes both 𝑎 𝑗 and its type 𝑡 𝑗 .
We impose the following structure. First, if 𝑠 < 𝑡, then all agents in type 𝑠 act before those in

type 𝑡. Second, every agent in type 𝑡 observes all predecessors in earlier types.24 Third, the order
and observation structure within each type remain unknown: a type-𝑡 agent may observe any subset
of earlier type-𝑡 predecessors. Thus, agents know the coarse layering of the network, but remain
ambiguous about its fine structure.

Proposition 9 (Coarse network knowledge). Under the coarse network knowledge structure above,
the average public likelihood ratio of agent 𝑖 is

log 𝑟𝑖 =
𝑇∑︁
𝑡=1

𝜔𝑖𝑡
©­«
𝑛1
𝑖𝑡∑︁

𝑘=1
2−𝑘 −

𝑛0
𝑖𝑡∑︁

𝑘=1
2−𝑘ª®¬ log 𝛾 =

𝑇∑︁
𝑡=1

𝜔𝑖𝑡

(
2−𝑛

0
𝑖𝑡 − 2−𝑛

1
𝑖𝑡

)
log 𝛾, (4)

with the coefficient 𝜔𝑖𝑡 given by

𝜔𝑖𝑡 :=
𝑇∏

𝑠=𝑡+1

(
2−𝑛

1
𝑖𝑠 + 2−𝑛

0
𝑖𝑠 − 1

)
,

where 𝑛𝑎
𝑖𝑡

denotes the number of observed actions of type 𝑡 equal to 𝑎.

The proposition preserves the geometric structure of the benchmark. Each type contributes the
same geometric term as in (2), computed from the counts of observed 1’s and 0’s within that type,
but this contribution is now multiplied by 𝜔𝑖𝑡 . Thus, within each type, order remains irrelevant:
only 𝑛1

𝑖𝑡
and 𝑛0

𝑖𝑡
matter. Across types, however, order becomes relevant because later types transform

the contribution of earlier ones through 𝜔𝑖𝑡 .
The coefficient 𝜔𝑖𝑡 is a continuation coefficient for type 𝑡. It records how the benchmark

contribution of type 𝑡 is modified once all later types are taken into account. Since agents in later
types are known to have observed earlier types, their actions may reinforce, offset, or overturn the
informational content of previous observations. In this sense, coarse network knowledge restores
order relevance at the level of types, though not within a type.

Corollary 1 (Two polar cases). (i) If 𝑇 = 1, then (4) reduces to the local geometric update (2). (ii)
If each predecessor forms its own type, so that 𝑁𝑖𝑡 = {𝑡} for 𝑡 = 1, . . . , 𝑖 − 1, then

log 𝑟𝑖 =
©­«
∑︁
𝑗∈𝑁1

𝑖

2−(𝑖− 𝑗) −
∑︁
𝑗∈𝑁0

𝑖

2−(𝑖− 𝑗)ª®¬ log 𝛾 =

𝑖−1∑︁
𝑗=1

(2𝑎 𝑗 − 1)2−(𝑖− 𝑗) log 𝛾

24One natural example is a cohort network: agents arrive in observable batches, each batch can observe all earlier
batches, but the order and visibility structure within a batch remain unknown because exposure is simultaneous, noisy,
or personalized.

29



In particular, this formula obtains under a complete and commonly known network.

Part (i) recovers the benchmark case of full ambiguity about the network. Part (ii) recovers
the recency-discounting rule from complete network knowledge: later actions receive more weight
because they are known to summarize larger portions of the history. Taken together, Proposition 9
and Corollary 1 show that order irrelevance is not all-or-nothing. It holds under full ambiguity,
breaks down under complete knowledge, and is only partially preserved when agents know the
network only through coarse ordered types.

7 Conclusion

This paper studies social learning on networks when agents are uncertain about others’ private
signals and the observation structure. Under ambiguity, equilibrium beliefs admit a simple char-
acterization through local geometric updating, which makes the analysis of learning dynamics
tractable on general networks. This characterization yields sharp conditions for herding, almost-
sure herding, and asymptotic learning, all governed by the interaction of expansion and forgetting.
The extensions show that these same forces continue to organize behavior beyond the benchmark,
including under misspecification, partial network knowledge, and endogenous recommendation
systems. More broadly, the paper illustrates how ambiguity can generate simple updating rules
with rich implications for information aggregation in social environments.
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A Proofs

A.1 Proof of Lemma 1

Proof. Fix an agent 𝑖, information set 𝐼𝑖, and predecessor strategy profile 𝜎−𝑖. Let

𝐿𝑖 := 𝜆𝑖ℓ𝑖 (𝐼𝑖, 𝜎−𝑖), 𝐿𝑖 := 𝜆𝑖ℓ𝑖 (𝐼𝑖, 𝜎−𝑖)

be the lowest and highest posterior likelihood ratios compatible with 𝐼𝑖. Since the prior is flat, the
corresponding posterior probabilities of state 1 are

𝑝−𝑖 =
𝐿𝑖

1 + 𝐿𝑖
, 𝑝+𝑖 =

𝐿𝑖

1 + 𝐿𝑖
.

Thus the compatible posterior set is an interval [𝑝−
𝑖
, 𝑝+

𝑖
]. Under max–min expected utility, the

worst-case payoff from action 1 is 𝑝−
𝑖
, while the worst-case payoff from action 0 is 1 − 𝑝+

𝑖
. Hence

action 1 is optimal if and only if 𝑝−
𝑖
≥ 1 − 𝑝+

𝑖
. Substituting the expressions above, this condition is

equivalent to
𝐿𝑖

1 + 𝐿𝑖
≥ 1

1 + 𝐿𝑖
⇐⇒ 𝐿𝑖𝐿𝑖 ≥ 1.

Since
𝐿𝑖𝐿𝑖 = 𝜆

2
𝑖 ℓ𝑖 (𝐼𝑖, 𝜎−𝑖)ℓ𝑖 (𝐼𝑖, 𝜎−𝑖) = 𝜆

2
𝑖 𝑟𝑖 (𝐼𝑖, 𝜎−𝑖)2,

the cutoff condition is 𝜆𝑖𝑟𝑖 (𝐼𝑖, 𝜎−𝑖) ≥ 1. Therefore every best response has the stated threshold
form, with ties resolved by the fixed tie-breaking rule.

Existence follows by recursive construction. Given predecessors’ strategies 𝜎−𝑖, define 𝜎𝑖
by the cutoff rule above for every information set 𝐼𝑖. Since each agent has only finitely many
predecessors, this construction is well defined at every date. The resulting strategy profile is a
max–min equilibrium. □

A.2 Proof of Theorem 1

Proof. We prove by induction on 𝑖 that

log 𝑟𝑖 =
(
2−𝑛

0
𝑖 − 2−𝑛

1
𝑖

)
log 𝛾 (5)

for every realized history and every network realization.

• For 𝑖 = 1, ℓ̄1 = ℓ1 = 1 and 𝑟1 = 1. Since 𝑛1
1 = 𝑛0

1 = 0, (5) holds.
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• Fix 𝑖 ≥ 2 and assume that (5) holds for every predecessor 𝑗 < 𝑖. We now show that it also
holds for agent 𝑖.

1. Extreme likelihood ratios given a fixed completion. For any 𝑖, let

A𝑖 (𝑎𝑁𝑖
) :=

{
𝑏1:𝑖−1 ∈ {0, 1}𝑖−1 : 𝑏 𝑗 = 𝑎 𝑗 ∀ 𝑗 ∈ 𝑁𝑖

}
denote the set of complete predecessor action histories consistent with the actions observed by
agent 𝑖. We first characterize the extreme likelihood ratios conditional on a fixed completion of
unobserved actions.

Lemma 3. Fix 𝑏 ∈ A𝑖 (𝑎𝑁𝑖
). Let 𝑀 (𝑏) :=

∑𝑖−1
𝑗=1 𝑏 𝑗 and 𝑍 (𝑏) := (𝑖 − 1) − 𝑀 (𝑏). Then:

(i) The infimum likelihood ratio compatible with 𝑏 is ℓ(𝑏) = 𝛾−𝑍 (𝑏) ∏𝑀 (𝑏)
𝑟=1

1
𝑟 (1,𝑟−1) .

(ii) The supremum likelihood ratio compatible with 𝑏 is ℓ(𝑏) = 𝛾𝑀 (𝑏) ∏𝑍 (𝑏)
𝑟=1

1
𝑟 (0,𝑟−1) .

Proof of Lemma 3. Fix 𝑏 ∈ A𝑖 (𝑎𝑁𝑖
). By the induction hypothesis, for every predecessor 𝑘 < 𝑖,

log 𝑟𝑘 =
(
2−𝑛

0
𝑘 − 2−𝑛

1
𝑘

)
log 𝛾,

hence 𝑟𝑘 ∈ (1/𝛾, 𝛾).

Part (i). We compute the infimum of
∏𝑖−1

𝑗=1 𝜆 𝑗 over all signal and neighborhood configurations
compatible with 𝑏.

If 𝑏𝑘 = 0, then 𝜆𝑘 = 1/𝛾 is feasible and compatible with action 0 since (1/𝛾)𝑟𝑘 < 1. Because
1/𝛾 is the smallest feasible signal, it minimizes the contribution of each 0-agent.

Now let 𝑗 be a predecessor with 𝑏 𝑗 = 1. Conditional on 𝑏, the smallest signal consistent with
action 1 is the cutoff 1/𝑟 𝑗 . To minimize the product, we minimize this cutoff, i.e., maximize 𝑟 𝑗 .

Under the induction formula, 𝑟 𝑗 = 𝛾2−𝑛
0
𝑗−2−𝑛

1
𝑗 is increasing in 𝑛1

𝑗
and decreasing in 𝑛0

𝑗
, so 𝑟 𝑗 is

maximized by assigning to 𝑗 as neighbors only earlier predecessors who chose action 1 (and no
earlier zeros). Writing the indices of ones in increasing order as

𝑗1 < 𝑗2 < · · · < 𝑗𝑀 (𝑏) ,

this means that for the 𝑟-th one-agent 𝑗𝑟 we take 𝑁 𝑗𝑟 = { 𝑗1, . . . , 𝑗𝑟−1}, so

𝑛1
𝑗𝑟
= 𝑟 − 1, 𝑛0

𝑗𝑟
= 0, 𝑟 𝑗𝑟 = 𝑟 (1, 𝑟 − 1),
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and therefore the smallest compatible signal is 𝜆 𝑗𝑟 = 1/𝑟 (1, 𝑟−1). Multiplying across agents yields

ℓ(𝑏) = 𝛾−𝑍 (𝑏)
𝑀 (𝑏)∏
𝑟=1

1
𝑟 (1, 𝑟 − 1) .

Part (ii). The supremum argument is symmetric. If 𝑏 𝑗 = 1, then 𝜆 𝑗 = 𝛾 is feasible and compatible
with action 1 since 𝛾𝑟 𝑗 > 1. If 𝑏𝑘 = 0, the largest compatible signal is 1/𝑟𝑘 ; to maximize it we
minimize 𝑟𝑘 . By the induction formula this is achieved by assigning to 𝑘 as neighbors only earlier
zeros (and no earlier ones). Writing the indices of zeros as

𝑘1 < 𝑘2 < · · · < 𝑘𝑍 (𝑏) ,

for the 𝑟-th zero-agent 𝑘𝑟 we take 𝑁𝑘𝑟 = {𝑘1, . . . , 𝑘𝑟−1}, so

𝑛0
𝑘𝑟

= 𝑟 − 1, 𝑛1
𝑘𝑟

= 0, 𝑟𝑘𝑟 = 𝑟 (0, 𝑟 − 1),

and hence 𝜆𝑘𝑟 = 1/𝑟 (0, 𝑟 − 1). Multiplying across agents yields

ℓ(𝑏) = 𝛾𝑀 (𝑏)
𝑍 (𝑏)∏
𝑟=1

1
𝑟 (0, 𝑟 − 1) .

This proves both parts. □

2. The infimum public likelihood ratio ℓ
𝑖
. We now apply Lemma 3 to compute ℓ

𝑖
. By definition,

ℓ
𝑖
= min𝑏∈A𝑖 (𝑎𝑁𝑖

) ℓ(𝑏). Since ℓ(𝑏) depends on 𝑏 only through 𝑀 (𝑏), define

𝐿 (𝑀) := 𝛾−(𝑖−1−𝑀)
𝑀∏
𝑟=1

1
𝑟 (1, 𝑟 − 1) .

Then ℓ
𝑖
= min{𝐿 (𝑀 (𝑏)) : 𝑏 ∈ A𝑖 (𝑎𝑁𝑖

)}. Moreover,

𝐿 (𝑀 + 1)
𝐿 (𝑀) =

𝛾

𝑟 (1, 𝑀) = 𝛾2−𝑀 > 1,

so 𝐿 (𝑀) is strictly increasing in 𝑀 . Therefore the minimum is attained at the completion with
the smallest number of ones, i.e., by setting every unobserved predecessor equal to 0. Since the
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observed ones are fixed, min𝑏∈A𝑖 (𝑎𝑁𝑖
) 𝑀 (𝑏) = 𝑛1

𝑖
, and hence

ℓ
𝑖
= 𝛾−(𝑖−1−𝑛1

𝑖
)
𝑛1
𝑖∏

𝑟=1

1
𝑟 (1, 𝑟 − 1) . (6)

3. The supremum public likelihood ratio ℓ𝑖. Similarly, we have ℓ𝑖 = max𝑏∈A𝑖 (𝑎𝑁𝑖
) ℓ(𝑏). Since

ℓ(𝑏) depends on 𝑏 only through 𝑍 (𝑏), define

𝑈 (𝑍) := 𝛾 𝑖−1−𝑍
𝑍∏
𝑟=1

1
𝑟 (0, 𝑟 − 1) .

Then ℓ𝑖 = max{𝑈 (𝑍 (𝑏)) : 𝑏 ∈ A𝑖 (𝑎𝑁𝑖
)}. Moreover,

𝑈 (𝑍 + 1)
𝑈 (𝑍) =

1
𝛾 𝑟 (0, 𝑍) = 𝛾−2−𝑍 < 1,

so 𝑈 (𝑍) is strictly decreasing in 𝑍 . Therefore the maximum is attained at the completion with
the smallest number of zeros, i.e., by setting every unobserved predecessor equal to 1. Since the
observed zeros are fixed, min𝑏∈A𝑖 (𝑎𝑁𝑖

) 𝑍 (𝑏) = 𝑛0
𝑖
, and hence

ℓ𝑖 = 𝛾
𝑖−1−𝑛0

𝑖

𝑛0
𝑖∏

𝑟=1

1
𝑟 (0, 𝑟 − 1) . (7)

4. The average public likelihood ratio 𝑟𝑖. By definition 𝑟𝑖 =
√︃
ℓ𝑖 ℓ𝑖. Combining (6) and (7),

𝑟2
𝑖 = 𝛾

𝑛1
𝑖
−𝑛0

𝑖
©­«
𝑛1
𝑖∏

𝑟=1

1
𝑟 (1, 𝑟 − 1)

ª®¬ ©­«
𝑛0
𝑖∏

𝑟=1

1
𝑟 (0, 𝑟 − 1)

ª®¬ .
Using

𝑟 (1, 𝑠) = 𝛾 1−2−𝑠 , 𝑟 (0, 𝑠) = 𝛾−1+2−𝑠 ,

we obtain

log 𝑟𝑖 =
1
2

(𝑛1
𝑖 − 𝑛0

𝑖 ) −
𝑛1
𝑖∑︁

𝑟=1

(
1 − 2−(𝑟−1)

)
−

𝑛0
𝑖∑︁

𝑟=1

(
−1 + 2−(𝑟−1)

) log 𝛾.
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The constant terms cancel, so

log 𝑟𝑖 =
1
2


𝑛1
𝑖∑︁

𝑟=1
2−(𝑟−1) −

𝑛0
𝑖∑︁

𝑟=1
2−(𝑟−1)

 log 𝛾 =


𝑛1
𝑖∑︁

𝑟=1
2−𝑟 −

𝑛0
𝑖∑︁

𝑟=1
2−𝑟

 log 𝛾,

or equivalently,
log 𝑟𝑖 =

(
2−𝑛

0
𝑖 − 2−𝑛

1
𝑖

)
log 𝛾,

which completes the induction. □

A.3 Proof of Proposition 1

Proof. We prove part (i). The proof of part (ii) is symmetric. Let 𝑁0
𝑖
= {𝑘1, . . . , 𝑘𝑛} with

𝑘1 < · · · < 𝑘𝑛, so 𝑛 = 𝑛0
𝑖
. By the proof of Theorem 1, the upper public likelihood ratio is

ℓ𝑖 = 𝛾
𝑖−1−𝑛

𝑛∏
𝑟=1

1
𝑟 (0, 𝑟 − 1) . (8)

We show that the canonical configuration 𝜔𝑖 in part (i) is compatible and yields exactly the
value in (8).

Step 1: Compatibility. Consider first any predecessor 𝑗 ∈ 𝑃𝑖 \ 𝑁0
𝑖
. By construction,

(𝑎 𝑗 , 𝑁 𝑗 , 𝜆 𝑗 ) = (1, 𝑁̂ 𝑗 , 𝛾),

where 𝑁̂ 𝑗 ⊂ 𝑃 𝑗 is any feasible neighborhood. Since Theorem 1 implies that every public likelihood
ratio lies in (1/𝛾, 𝛾), we have 𝛾 𝑟 𝑗 > 1. Hence action 1 is compatible with signal 𝛾 for any feasible
choice of 𝑁̂ 𝑗 .

Now consider any predecessor 𝑗 ∈ 𝑁0
𝑖
. Since 𝑗 = 𝑘𝑟 for some 𝑟 ∈ {1, . . . , 𝑛}, we have

𝑁 𝑗 = 𝑁
0
𝑖 ∩ 𝑃 𝑗 = {𝑘1, . . . , 𝑘𝑟−1}.

Thus 𝑛0
𝑗 = 𝑟 − 1 and 𝑛1

𝑗 = 0. Applying Theorem 1 to agent 𝑗 gives 𝑟 𝑗 = 𝑟 (0, 𝑟 − 1). Therefore the
cutoff signal for action 0 is 1

𝑟 𝑗
, which is exactly the value assigned in the proposition:

𝜆 𝑗 =
1

𝑟
(
0, |𝑁0

𝑖
∩ 𝑃 𝑗 |

) .
Hence action 0 is rationalized by the proposed neighborhood and signal.25 This proves that 𝜔𝑖 is a

25If the action rule is written with strict inequalities, the cutoff value should be interpreted as an extremal value
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compatible configuration.

Step 2: Value of the likelihood ratio. Under 𝜔𝑖, every predecessor in 𝑃𝑖 \ 𝑁0
𝑖

contributes a factor
𝛾, and there are exactly |𝑃𝑖 \ 𝑁0

𝑖
| = (𝑖 − 1) − 𝑛 such predecessors. Every predecessor 𝑘𝑟 ∈ 𝑁0

𝑖

contributes the factor 1/𝑟 (0, 𝑟 − 1). Therefore

𝑖−1∏
𝑗=1

𝜆 𝑗 = 𝛾
𝑖−1−𝑛

𝑛∏
𝑟=1

1
𝑟 (0, 𝑟 − 1) .

By (8), this equals ℓ𝑖. Hence the canonical configuration 𝜔𝑖 attains the upper extreme likelihood
ratio.

Step 3: Lower configuration. The proof of part (ii) is symmetric. Let

𝑁1
𝑖 = {ℎ1, . . . , ℎ𝑚} with ℎ1 < · · · < ℎ𝑚,

so that 𝑚 = 𝑛1
𝑖
. By the proof of Theorem 1,

ℓ
𝑖
= 𝛾−(𝑖−1−𝑚)

𝑚∏
𝑟=1

1
𝑟 (1, 𝑟 − 1) .

For each predecessor 𝑗 ∈ 𝑃𝑖 \ 𝑁1
𝑖
, the configuration assigns (𝑎

𝑗
, 𝑁

𝑗
, 𝜆

𝑗
) = (0, 𝑁̂ 𝑗 , 1/𝛾), which is

compatible because 𝑟 𝑗 < 𝛾 for every feasible neighborhood. For each predecessor 𝑗 = ℎ𝑟 ∈ 𝑁1
𝑖
, the

proposed neighborhood is 𝑁
𝑗
= 𝑁1

𝑖
∩ 𝑃 𝑗 = {ℎ1, . . . , ℎ𝑟−1}, so Theorem 1 gives 𝑟 𝑗 = 𝑟 (1, 𝑟 − 1),

and the cutoff signal for action 1 is 𝜆
𝑗
= 1

𝑟 (1,𝑟−1) . Thus 𝜔
𝑖

is compatible (again, in closure if one
insists on strict inequalities), and its likelihood ratio is

𝑖−1∏
𝑗=1

𝜆
𝑗
= 𝛾−(𝑖−1−𝑚)

𝑚∏
𝑟=1

1
𝑟 (1, 𝑟 − 1) = ℓ

𝑖
.

Therefore both configurations attain the extreme public likelihood ratios. □

A.4 Proof of Theorem 2

Proof. Fix 𝛾 > 1 and 𝛼 > 0. For each integer 𝑛 ≥ 0 define

F0
(

1
𝑟 (1, 𝑛)

)
= F0(𝛾−(1−2−𝑛)) ∼ 𝑐

(
𝛾−(1−2−𝑛) − 𝛾−1

)𝛼
= 𝑐

( 1
𝛾1−2−𝑛 − 1

𝛾

)𝛼
:= 𝜙(𝑛),

attained in closure: one may replace 1/𝑟 (0, 𝑟 − 1) by 1/𝑟 (0, 𝑟 − 1) − 𝜀 and let 𝜀 ↓ 0.
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which is the probability of choosing 0 after observing 𝑛 action 1 with flat prior when the true
distribution F0 follows Assumption 1.

Given a network 𝑁 . We start by showing that 𝑆 :=
∑
𝑖≥1 𝜙(𝑛𝑖) is both sufficient and necessary

to control the herding behavior.

Proposition 10. Suppose Assumption 1 holds. Fix a network structure 𝑁 . Then,

(i) Herding occurs with P-positive probability if and only if 𝑆 < ∞.

(ii) Herding occurs zero P-probability if and only if 𝑆 = ∞.

Proof. Let 𝐻𝑎 denote the event that {𝑎𝑖 = 𝑎 for all 𝑖 ≥ 1}, which is the event that all individuals
take action 𝑎, i.e., immediate herding of action 𝑎. We show the proof of the ‘if’ direction for
Proposition 10 (i) and (ii), and the ‘only if’ direction is established by contrapositive. Now we start
to show the ‘if’ direction of (i).

We show that 𝑆 is sufficient to control the herding behavior by the following lemmas.

Lemma 4. (The probability of the immediate herd on 1) Immediate herding on action 1 occurs
with P-positive probability if and only if 𝑆 < ∞.

Proof. Starting from agent 1, the probability of all individuals herding on action 1 is

P0 (𝐻1) = P0(𝑎1 = 𝑎2 = · · · = 1) =
∏
𝑖

(
1 − F0

𝑖

(
1
𝑟𝑖

))
. (9)

This probability is positive if and only if

∞∑︁
𝑖=1

F0
𝑖

(
1
𝑟𝑖

)
=

∞∑︁
𝑖=1

F0
𝑖

(
1

𝑟 (1, 𝑛𝑖)

)
< ∞

Given Assumption 1, this occurs if and only if
∑
𝑖≥1 𝜙(𝑛𝑖) = 𝑆 < ∞. □

Lemma 5. (The probability of the immediate herd on 0) Immediate herding on action 0 occurs
with P-positive probability if and only if

∑∞
𝑖=1 F

1
𝑖

(
1

𝑟 (1,𝑛𝑖)

)
< ∞.

Proof. Similarly, the probability of all individuals herding on action 0 is

P0 (𝐻0) = P0(𝑎1 = 𝑎2 = · · · = 0) =
∏
𝑖

F0
𝑖

(
1
𝑟𝑖

)
=

∏
𝑖

(
1 − F1

𝑖 (𝑟𝑖)
)
. (10)

This probability is positive if and only if

∞∑︁
𝑖=1

F1
𝑖 (𝑟𝑖) =

∞∑︁
𝑖=1

F1
𝑖 (𝑟 (0, 𝑛𝑖)) =

∞∑︁
𝑖=1

F1
𝑖

(
1

𝑟 (1, 𝑛𝑖)

)
< ∞,
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where the second equality comes from symmetry. □

Lemma 6. (The probability of the immediate herd) Immediate herding on either action occurs with
P-positive probability if and only if 𝑆 < ∞.

Proof. Note that F1 (𝑥)
F0 (𝑥) ∈ [1/𝛾, 𝛾], so we have:

1
𝛾
×

∞∑︁
𝑖=1

F0
𝑖

(
1

𝑟 (1, 𝑛𝑖)

)
≤

∞∑︁
𝑖=1

F1
𝑖

(
1

𝑟 (1, 𝑛𝑖)

)
≤ 𝛾 ×

∞∑︁
𝑖=1

F0
𝑖

(
1

𝑟 (1, 𝑛𝑖)

)
, (11)

which implies that
∑∞
𝑖=1 F

1
𝑖

(
1

𝑟 (1,𝑛𝑖)

)
< ∞ if and only if

∑∞
𝑖=1 F

0
𝑖

(
1

𝑟 (1,𝑛𝑖)

)
< ∞, which is equivalent

to 𝑆 < ∞. The lemma then follows directly from Lemmas 4 and 5. □

Combining Lemma 4 to 6, we obtain the condition for herding beginning with the first agent.
Thus, if 𝑆 < ∞,

P0 (𝐻𝑒𝑟𝑑𝑖𝑛𝑔 𝑜𝑐𝑐𝑢𝑟𝑠) ≥ P0 (𝐻0 ∪ 𝐻1) > 0,

since the event that herding occurs contains the event of immediate herding from period 1 onward.
This completes the proof of the “if” direction of Proposition 10(i).

Now we prove the ‘if’ direction of Proposition 10 (ii). Fix a network structure 𝑁 , and suppose
that 𝑆 = ∞. For each 𝑎 ∈ {0, 1}, define

𝐸𝑎𝑖−1 := {𝑎1 = 𝑎2 = · · · = 𝑎𝑖−1 = 𝑎},

the event that the first 𝑖 − 1 agents all choose action 𝑎.

Lemma 7 (No herding on action 1). If 𝑆 = ∞, then P0 (𝐻𝑒𝑟𝑑𝑖𝑛𝑔 𝑜𝑛 1) = 0.

Proof. Conditional on any F𝑖−1, the probability of agent 𝑖 chooses action 0 is

P0(𝑎𝑖 = 0|F𝑖−1) ≥ P0(𝑎𝑖 = 0|𝐸1
𝑖−1) = F0

(
1

𝑟 (1, 𝑛𝑖)

)
.

The inequality follows Theorem 1 as any observation of action 0 strictly increases the probability of
𝑖 choosing 0. Then, the probability of breaking a herd on action 1 at any given period, conditional
on all predecessors having chosen 1, is

∞∑︁
𝑖=1

P0(𝑎𝑖 = 0|F𝑖−1) ≥
∞∑︁
𝑖=1

P0(𝑎𝑖 = 0|𝐸1
𝑖−1) =

∞∑︁
𝑖=1

F0
(

1
𝑟 (1, 𝑛𝑖)

)
.
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As 𝑆 = ∞,
∞∑︁
𝑖=1

P0(𝑎𝑖 = 0|F𝑖−1) = ∞ a.s.

By conditional Borel-Cantelli lemma, this implies that 𝑎𝑖 = 0 occurs infinitely often almost surely.
Thus, P0 (𝐻𝑒𝑟𝑑𝑖𝑛𝑔 𝑜𝑛 1) = 0. □

Lemma 8 (No herding on action 0). If 𝑆 = ∞, then P0 (𝐻𝑒𝑟𝑑𝑖𝑛𝑔 𝑜𝑛 0) = 0.

Proof. Similarly, conditional on any F𝑖−1, the probability of agent 𝑖 chooses action 1 is

P0(𝑎𝑖 = 1|F𝑖−1) ≥ P0(𝑎𝑖 = 1|𝐸0
𝑖−1) =

(
1 − F0

(
1

𝑟 (0, 𝑛𝑖)

))
= F1 (𝑟 (0, 𝑛𝑖)) = F1

(
1

𝑟 (1, 𝑛𝑖)

)
.

Then, the probability that a herd on action 0 is broken at any given period, conditional on all
predecessors having chosen 0, is

∞∑︁
𝑖=1

P0(𝑎𝑖 = 1|F𝑖−1) ≥
∞∑︁
𝑖=1

F1
(

1
𝑟 (1, 𝑛𝑖)

)
.

By (11),
∞∑︁
𝑖=1

F1
(

1
𝑟 (1, 𝑛𝑖)

)
= ∞ ⇔

∞∑︁
𝑖=1

F0
(

1
𝑟 (1, 𝑛𝑖)

)
As 𝑆 = ∞,

∞∑︁
𝑖=1

P0(𝑎𝑖 = 1|F𝑖−1) = ∞ a.s.

By conditional Borel-Cantelli lemma, this implies that 𝑎𝑖 = 1 occurs infinitely often almost surely.
Thus, P0 (𝐻𝑒𝑟𝑑𝑖𝑛𝑔 𝑜𝑛 0) = 0. □

Combining Lemmas 7 and 8, this shows that if 𝑆 = ∞, the probability that herding occurs is zero
under P. This finishes the proof of the ‘if’ direction of Proposition 10 (ii). The ‘only if’ direction
of (i) and (ii) follows from the contrapositive of the ‘if’ direction of (ii) and (i), respectively. This
finishes the proof of Proposition 10. □

Based on Proposition 10, we show that the condition in Theorem 2 determines the herding
behavior.

Lemma 9. Fix a network structure 𝑁 ,

𝑆 < ∞ ⇔
∑︁
𝑖≥1

2−𝛼𝑛𝑖 < ∞.
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Proof. Let 𝑥 = 2−𝑛 ∈ (0, 1], so that 𝜙(𝑛) = 𝑐
[
𝛾−1(𝛾𝑥 − 1)

]𝛼. Fix 𝑎 > 1 and consider 𝑓𝑎 (𝑥) = 𝑎𝑥 .
By the mean value theorem, for every 𝑥 ∈ (0, 1] there exists 𝜉 ∈ (0, 𝑥) with 𝑎𝑥 −1 = (ln 𝑎) 𝑎𝜉𝑥, and
since 0 < 𝜉 ≤ 1 this gives (ln 𝑎) 𝑥 ≤ 𝑎𝑥−1 ≤ 𝑎(ln 𝑎) 𝑥. Hence there exist constants 𝑐1(𝑎), 𝑐2(𝑎) > 0
such that

𝑐1(𝑎) 𝑥 ≤ 𝑎𝑥 − 1 ≤ 𝑐2(𝑎) 𝑥 for all 𝑥 ∈ (0, 1] . (12)

Taking 𝑎 = 𝛾, multiplying by 𝛾−1, and raising to the power 𝛼, we obtain constants 𝑐1 :=
𝑐(𝛾−1 ln 𝛾)𝛼 and 𝑐2 := 𝑐(ln 𝛾)𝛼 such that 𝑐1 𝑥

𝛼 ≤ 𝑐
(
𝛾−1(𝛾𝑥 − 1)

)𝛼 ≤ 𝑐2 𝑥
𝛼 for all 𝑥 ∈ (0, 1].

Substituting 𝑥 = 2−𝑛 yields

𝑐1 2−𝛼𝑛 ≤ 𝜙(𝑛) ≤ 𝑐2 2−𝛼𝑛, 𝑛 ≥ 0. (13)

Summing (13) over 𝑖 gives 𝑐1
∑
𝑖≥1 2−𝛼𝑛𝑖 ≤ 𝑆 ≤ 𝑐2

∑
𝑖≥1 2−𝛼𝑛𝑖 , so

𝑆 < ∞ ⇐⇒
∑︁
𝑖≥1

2−𝛼𝑛𝑖 < ∞. (14)
□

Combine Proposition 10 and Lemma 9, we finish the proof of Theorem 2. □

A.5 Proof of Proposition 2

Proof. We prove the two parts separately using Theorem 2. Part (i) follows by showing that the
stated lower bound on 𝑛𝑖 implies 𝐻𝛼 (𝑁) < ∞. Part (ii) follows by showing that the stated upper
bound on 𝑛𝑖 implies 𝐻𝛼 (𝑁) = ∞.

Lemma 10. Suppose there exist 𝜀 > 0 and 𝑖0 such that for all 𝑖 ≥ 𝑖0, 𝑛𝑖 ≥
(

1
𝛼
+ 𝜀

)
log2 𝑖. Then,

𝐻𝛼 (𝑁) < ∞.

Proof. Given the condition, for 𝑖 ≥ 𝑖0,

2−𝛼𝑛𝑖 ≤ 2−𝛼(
1
𝛼
+𝜀) log2 𝑖 = 𝑖−(1+𝛼𝜀) .

Since
∑
𝑖≥1 𝑖

−(1+𝛼𝜀) < ∞, we conclude that 𝐻𝛼 (𝑁) =
∑
𝑖 2−𝛼𝑛𝑖 < ∞. □

By Theorem 2, herding occurs P-positive probability. This finishes the proof of (i).

Lemma 11. Suppose instead that there exist constants 𝐶 and 𝑖1 such that for all 𝑖 ≥ 𝑖1, 𝑛𝑖 ≤
1
𝛼

log2 𝑖 + 𝐶 Then, 𝐻𝛼 (𝑁) = ∞.

Proof. Given the condition, for 𝑖 ≥ 𝑖1,

2−𝛼𝑛𝑖 ≥ 2−𝛼(
1
𝛼

log2 𝑖+𝐶) = 2−𝛼𝐶 𝑖−1.
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Since
∑
𝑖≥1 𝑖

−1 = ∞, we conclude that 𝐻𝛼 (𝑁) = ∞. □

By Theorem 2, herding occurs with zero P-probability. This finishes the proof of (ii). □

A.6 Proof of the Claim in Example 4

Proof. In a deterministic 𝑏-ary tree, generation 𝑔 ≥ 0 contains exactly 𝑏𝑔 agents, and for every
agent in generation 𝑔 we have 𝑛𝑖 = 𝑔. Therefore,

∞∑︁
𝑖=1

2−𝛼𝑛𝑖 =
∞∑︁
𝑔=0

(
#agents in generation 𝑔

)
2−𝛼𝑔 =

∞∑︁
𝑔=0

𝑏𝑔 2−𝛼𝑔 =
∞∑︁
𝑔=0

( 𝑏
2𝛼

)𝑔
.

This is a geometric series, which converges if and only if 𝑏
2𝛼 < 1, equivalently 𝛼 > log2(𝑏), which

proves the claim. □

A.7 Proof of the Claim in Example 5

Proof. In a 𝑑-dimensional lattice, suppose each agent 𝑖 only observes previous 𝑅 generations. If
𝑑 = 1, then 𝑛𝑖 = 𝑅 for all 𝑖 > 𝑅. Therefore,

∞∑︁
𝑖=1

2−𝛼𝑛𝑖 =
∞∑︁
𝑖=1

2−𝛼𝑅 ≥
∞∑︁
𝑖=𝑅

( 1
2𝛼

)𝑅 = ∞.

By Theorem 2, herding occurs with zero P-probability. For 𝑑 ≥ 2, denote the size of the observation
in generation 𝑔 by

𝑀 (𝑔) =
(
𝑔 + 𝑑 − 1
𝑑 − 1

)
.

Then, for agent 𝑖 in generation 𝑔𝑖, the observation size 𝑛𝑖 is

𝑛𝑖 =

𝑅∑︁
𝑡=1

𝑀 (𝑔 − 𝑡) =
𝑅∑︁
𝑡=1

(
𝑔 − 𝑡 + 𝑑 − 1

𝑑 − 1

)
,

which means ∃ 𝑐1 = 𝑅

2𝑑−1 (𝑑−1)! such that 𝑛𝑖 ≥ 𝑐1𝑔
𝑑−1
𝑖

for all 𝑔𝑖 ≥ 2𝑅. As 𝑀 (𝑔) = 𝑂 (𝑔𝑑−1), we have∑𝑔

𝑡=1 𝑀 (𝑡) = 𝑂 (𝑔𝑑). Therefore, ∃ 𝐶 such that

𝑖 ≤ 𝐶𝑔𝑑𝑖 ⇒ 𝑖
𝑑−1
𝑑 ≤ 𝐶 𝑑−1

𝑑 𝑔𝑑−1
𝑖 := 𝑐2𝑔

𝑑−1
𝑖 .

This means that
∞∑︁
𝑖=1

2−𝛼𝑛𝑖 ≤
∞∑︁
𝑖=1

2−𝛼𝑐1𝑔
𝑑−1
𝑖 ≤

∞∑︁
𝑖=1

( 1

2𝛼
𝑐1
𝑐2

)𝑖 (𝑑−1)/𝑑
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Define 𝑟 = 1

2𝛼
𝑐1
𝑐2

, 𝑐3 = −𝑙𝑛 𝑟, 𝑝 = 𝑑−1
𝑑

∞∑︁
𝑖=1

𝑟𝑖
𝑝

=

∞∑︁
𝑖=1

𝑒−𝑐3𝑖
𝑝 ≤ 1 +

∫ ∞

0
𝑒−𝑐3𝑥

𝑝

𝑑𝑥 = 1 + 1
𝑝
(𝑐3)−1/𝑝Γ

(
1
𝑝

)
< ∞.

By Theorem 2, herding occurs P-positive probability. □

A.8 Proof of Proposition 3

Proof. We start by proving the equivalence condition. Define

𝐸+ :=

{
(𝑁𝑖)𝑖≥1 :

∑︁
𝑖≥1

2−𝛼𝑛𝑖 < ∞
}
.

By the law of total probability,

P(𝐻𝑒𝑟𝑑𝑖𝑛𝑔) = EQ [P(𝐻𝑒𝑟𝑑𝑖𝑛𝑔 | 𝑁)] .

Moreover, by Theorem 2, for every realized network 𝑁 ,

P(𝐻𝑒𝑟𝑑𝑖𝑛𝑔 | 𝑁) > 0 ⇐⇒ 𝐻𝛼 (𝑁) < ∞,

that is,
P(𝐻𝑒𝑟𝑑𝑖𝑛𝑔 | 𝑁) > 0 ⇐⇒ 𝑁 ∈ 𝐸+.

Also, if 𝑁 ∉ 𝐸+, then Theorem 2 implies P(𝐻𝑒𝑟𝑑𝑖𝑛𝑔 | 𝑁) = 0. Therefore the nonnegative random
variable P(𝐻𝑒𝑟𝑑𝑖𝑛𝑔 | 𝑁) is strictly positive exactly on 𝐸+ and zero on 𝐸𝑐+. It follows that

P(𝐻𝑒𝑟𝑑𝑖𝑛𝑔) > 0 ⇐⇒ EQ [P(𝐻𝑒𝑟𝑑𝑖𝑛𝑔 | 𝑁)] > 0 ⇐⇒ Q(𝐸+) > 0.

This proves that herding occurs with strictly positive P-probability if and only if 𝐻𝛼 (𝑁) < ∞ occurs
with strictly positive Q-probability.

We then prove parts (i) and (ii). Part (i) follows from Tonelli’s theorem:

EQ

[∑︁
𝑖≥1

2−𝛼𝑛𝑖
]
=

∑︁
𝑖≥1

EQ [2−𝛼𝑛𝑖 ] < ∞,

so
∑
𝑖 2−𝛼𝑛𝑖 < ∞ for strictly positiveQ-probability, henceQ(𝐸+) > 0. By the equivalence condition,

we prove (i).
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For part (ii), let 𝑋𝑖 := 2−𝛼𝑛𝑖 ∈ (0, 1]. If
∑
𝑖 EQ [𝑋𝑖] = ∞ and the 𝑋𝑖’s are independent, then for

𝑆𝑛 :=
∑𝑛
𝑖=1 𝑋𝑖,

Var(𝑆𝑛) =
𝑛∑︁
𝑖=1

Var(𝑋𝑖) ≤
𝑛∑︁
𝑖=1

EQ [𝑋𝑖] = EQ [𝑆𝑛] .

Choose 𝑛𝑘 so that E[𝑆𝑛𝑘 ] ≥ 𝑘2. Chebyshev’s inequality gives

𝑃𝑟

(
𝑆𝑛𝑘 ≤

1
2
E[𝑆𝑛𝑘 ]

)
≤ 4

E[𝑆𝑛𝑘 ]
≤ 4
𝑘2 .

Thus, ∑︁
𝑘

𝑃𝑟

(
𝑆𝑛𝑘 ≤

1
2
E[𝑆𝑛𝑘 ]

)
≤

∑︁
𝑘

4
𝑘2 < ∞.

By Borel–Cantelli, the event {𝑆𝑛𝑘 ≤ 1
2E[𝑆𝑛𝑘 ]} occurs only finitely often. This implies that

𝑆𝑛𝑘 >
1
2E[𝑆𝑛𝑘 ] ≥ 1

2 𝑘
2 almost surely for sufficiently large 𝑘 . Hence 𝑆𝑛 → ∞ almost surely and∑

𝑖 𝑋𝑖 = ∞ almost surely and thus, Q(𝐸+) = 0. The conclusion then follows from the equivalence
condition. □

A.9 Proof of Proposition 6

Proof. Suppose 𝑖 and 𝑗 are two persistent agents. Consider the event 𝐴 := {𝑎𝑖 = 0, 𝑎 𝑗 = 1}. Let

𝐾𝑖 := {𝑘 > 𝑖 : 𝑖 ∈ 𝑁𝑘 }, 𝐾 𝑗 := {𝑘 > 𝑗 : 𝑗 ∈ 𝑁𝑘 }.

By persistence, both 𝐾𝑖 and 𝐾 𝑗 are infinite deterministic sets. For any 𝑘 ∈ 𝐾𝑖, agent 𝑘 observes at

least one action 0, so 𝑛0
𝑘
≥ 1. By Theorem 1, 𝑟𝑘 = 𝛾 2−𝑛

0
𝑘−2−𝑛

1
𝑘 ≤ 𝛾1/2 =

√
𝛾. Hence, conditional on

the past and on the event 𝐴,

P(𝑎𝑘 = 0 | F𝑘−1, 𝐴) ≥ min
𝜃∈{0,1}

𝐹𝜃 (1/√𝛾) =: 𝛿0 > 0. (15)

Similarly, for any 𝑘 ∈ 𝐾 𝑗 , agent 𝑘 observes at least one action 1, so 𝑛1
𝑘
≥ 1. Again by Theorem 1,

𝑟𝑘 ≥ 𝛾−1/2 = 1/√𝛾, and therefore

P(𝑎𝑘 = 1 | F𝑘−1, 𝐴) ≥ min
𝜃∈{0,1}

[
1 − 𝐹𝜃 (√𝛾)

]
=: 𝛿1 > 0. (16)

Now we enumerate the infinite sets 𝐾𝑖 = {𝑘0
𝑚}𝑚≥1 and 𝐾 𝑗 = {𝑘1

𝑚}𝑚≥1 in increasing order. By
(15),

∞∑︁
𝑚=1

P(𝑎𝑘0
𝑚
= 0 | F𝑘0

𝑚−1, 𝐴) = ∞ a.s. on 𝐴,
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and by (16),
∞∑︁
𝑚=1

P(𝑎𝑘1
𝑚
= 1 | F𝑘1

𝑚−1, 𝐴) = ∞ a.s. on 𝐴.

Since private signals are independent across agents, conditional Borel–Cantelli lemma implies that
on the event 𝐴, infinitely many agents in 𝐾𝑖 choose 0 and infinitely many agents in 𝐾 𝑗 choose 1,
almost surely. Thus both actions are taken infinitely many times on 𝐴. Finally, P(𝐴) > 0 by full
support of private signals, so herding cannot occur almost surely. □

A.10 Proof of Remark 3

Proposition 11 (Uniform lower bound on incorrect). Assume 0 < 𝑐 < 1, and suppose signals are
i.i.d. with support [1/𝛾, 𝛾]. Assume further that there exist constants 𝐶, 𝛽, 𝜆0, 𝛾0, 𝑞 > 0 such that
for all 𝛾 ≥ 𝛾0,

𝐹0
𝛾 (𝜆) ≤ 𝐶

(
𝜆 − 1/𝛾

) 𝛽 for all 𝜆 ≤ 𝜆0, (17)

1 − 𝐹0
𝛾 (1) ≥ 𝑞. (18)

Then there exists a constant 𝑝 > 0 such that for all sufficiently large 𝛾, the probability of an
incorrect herd is greater than 𝑝.

Proof. Let
𝜇𝑖 := 𝑎(𝑖 − 1)1−𝑐, 𝑏𝑖 :=

⌊ 𝜇𝑖
2

⌋
.

Under the random-sampling model, 𝑛𝑖 ∼ Bin(𝑖 − 1, 𝑎(𝑖 − 1)−𝑐), so E[𝑛𝑖] = 𝜇𝑖. By Chernoff’s
inequality,

Q(𝑛𝑖 < 𝑏𝑖) ≤ 𝑒−𝜇𝑖/8.

Since
∑
𝑖 𝑒

−𝜇𝑖/8 < ∞, Borel–Cantelli lemma implies that with strictly positiveQ-probability, 𝑛𝑖 ≥ 𝑏𝑖
for all sufficiently large 𝑖. Hence there exists 𝐼 such that the event 𝐴 := {𝑛𝑖 ≥ 𝑏𝑖 for all 𝑖 ≥ 𝐼}
satisfies Q(𝐴) > 0.

Next, let the event 𝐷 𝐼 := {𝑎1 = · · · = 𝑎𝐼−1 = 1}. After any history consisting only of action
1’s, the cutoff for choosing action 1 is at most 1, so

P0(𝑎𝑖 = 1 | 𝑎1 = · · · = 𝑎𝑖−1 = 1) ≥ 1 − 𝐹0
𝛾 (1) ≥ 𝑞.

This means that each agent in {1, . . . , 𝐼 − 1} chooses action 1 with probability at least 𝑞. Therefore

P0(𝐷 𝐼) ≥ 𝑞𝐼−1. (19)
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Moreover, 𝐴 depends only on {𝑁𝑖}𝑖≥𝐼 , whereas 𝐷 𝐼 depends only on the signals and network
realizations up to period 𝐼 − 1. By the independence of the network draws across agents, 𝐴 and 𝐷 𝐼

are independent. Hence

P0(𝐴 ∩ 𝐷 𝐼) = Q(𝐴) P0(𝐷 𝐼) ≥ Q(𝐴) 𝑞𝐼−1. (20)

Now fix a realization in 𝐴 ∩ 𝐷 𝐼 . For every 𝑖 ≥ 𝐼, if 𝑎1 = · · · = 𝑎𝑖−1 = 1, then agent 𝑖 observes
only action 1, and 𝑛𝑖 ≥ 𝑏𝑖. Hence, by Theorem 1,

P0(𝑎𝑖 = 0 | 𝐴, 𝐷 𝐼 , 𝑎𝐼 = · · · = 𝑎𝑖−1 = 1) = 𝐹0
𝛾

(
1

𝑟 (1, 𝑛𝑖)

)
.

Since 1
𝑟 (1,𝑛) = 𝛾

−1+2−𝑛 , we have

1
𝑟 (1, 𝑛) −

1
𝛾
=

1
𝛾

(
𝛾2−𝑛 − 1

)
.

Using convexity of 𝛾𝑥 on [0, 1], we have 𝛾𝑥 ≤ 1 + (𝛾 − 1)𝑥, and therefore, with 𝑥 = 2−𝑛,

1
𝑟 (1, 𝑛) −

1
𝛾
≤ 𝛾 − 1

𝛾
2−𝑛 ≤ 2−𝑛.

Thus, for all large 𝑖, 1
𝑟 (1,𝑛𝑖) ≤ 𝜆0, and by Assumption 1,

𝐹0
𝛾

(
1

𝑟 (1, 𝑛𝑖)

)
≤ 𝐶

(
1

𝑟 (1, 𝑛𝑖)
− 1
𝛾

) 𝛽
≤ 𝐶 2−𝛽𝑛𝑖 ≤ 𝐶 2−𝛽𝑏𝑖 . (21)

Because 𝑏𝑖 ≍ 𝑖1−𝑐, the series
∑
𝑖≥𝐼 2−𝛽𝑏𝑖 converges. Hence the infinite product

∏
𝑖≥𝐼

(
1 − 𝐶 2−𝛽𝑏𝑖

)
is strictly positive. Take 𝐼 large enough so that 𝐶2−𝛽𝑏𝑖 ≤ 1/2 for all 𝑖 ≥ 𝐼, this product is bounded
below by a constant 𝑝 > 0 independent of 𝛾.

Therefore, conditional on 𝐴∩𝐷 𝐼 , the probability that no agent ever deviates from action 1 from
time 𝐼 onward is at least 𝑝. Combining this with (20), we obtain

P0(𝐻1) ≥ P0(𝐴 ∩ 𝐷 𝐼) 𝑝 ≥ Q(𝐴) 𝑞𝐼−1 𝑝 := 𝑝. (22)

The right-hand side is strictly positive and independent of 𝛾. This proves the claim. □
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A.11 Proof of Proposition 4

Proof. Fix a realized network 𝑁 , and suppose the true state is 0. Assume P(𝑎𝑖 = 0 | 𝑁) → 1. We
prove each part in turn.

Part (i): no persistent agent. Suppose that there exists a persistent agent 𝑗 . Then 𝐾 𝑗 := {𝑘 >
𝑗 : 𝑗 ∈ 𝑁𝑘 } is an infinite set. Consider the event 𝐴 = {𝑎 𝑗 = 1}. Similar to the proof in A.9.
conditional Borel–Cantelli lemma implies that on the event 𝐴, infinitely many agents in 𝐾 𝑗 choose
the incorrect action 1, almost surely. Thus, incorrect action is taken infinitely many times on 𝐴.
Finally, P(𝐴) > 0 by full support of private signals, so asymptotic learning cannot occur.

Part (ii): 𝑛𝑖 → ∞. Suppose instead that 𝑛𝑖 ↛ ∞. Then there exist an integer 𝐵 ≥ 0 and an infinite
subsequence {𝑖𝑚} such that 𝑛𝑖𝑚 ≤ 𝐵 ∀𝑚. By Theorem 1,

log 𝑟𝑖 =
(
2−𝑛

0
𝑖 − 2−𝑛

1
𝑖
)

log 𝛾, 𝑛0
𝑖 + 𝑛1

𝑖 = 𝑛𝑖 .

Among all pairs (𝑛0
𝑖
, 𝑛1
𝑖
) with 𝑛0

𝑖
+ 𝑛1

𝑖
≤ 𝐵, the smallest possible value of 𝑟𝑖 is attained when 𝑛0

𝑖
= 𝐵

and 𝑛1
𝑖
= 0. Hence for every 𝑚, 𝑟𝑖𝑚 ≥ 𝛾−1+2−𝐵 . Therefore, 1/𝑟𝑖𝑚 ≤ 𝛾 1−2−𝐵 < 𝛾.

The probability of an agent choosing the incorrect action

P(𝑎𝑖𝑚 = 1 | 𝑁) ≥ 1 − F0
(
𝛾 1−2−𝐵

)
=: 𝜀𝐵 > 0 for every 𝑚,

is uniformly bounded away from 0. Thus along the infinite subsequence {𝑖𝑚}, P(𝑎𝑖𝑚 = 0 | 𝑁) ≤
1 − 𝜀𝐵 < 1, contradicting P(𝑎𝑖 = 0 | 𝑁) → 1. Hence, it is necessary for 𝑛𝑖 → ∞.

Part (iii): 𝐻𝛼 (𝑁) = ∞. Suppose that 𝐻𝛼 (𝑁) < ∞. Then by Theorem 2, conditional on the
realized network 𝑁 , herding occurs with strictly positive probability, and moreover both correct
and incorrect herds occur with strictly positive probability. That is, P(𝐻𝑒𝑟𝑑𝑖𝑛𝑔 𝑜𝑛 1 | 𝑁) > 0.
Hence by Fatou’s lemma,

lim inf
𝑖→∞

P(𝑎𝑖 = 1 | 𝑁) = lim inf
𝑖→∞

E[1{𝑎𝑖=1} | 𝑁] ≥ E
[
lim inf
𝑖→∞

1{𝑎𝑖=1} | 𝑁
]
≥ P(𝐻𝑒𝑟𝑑𝑖𝑛𝑔 𝑜𝑛 1 | 𝑁) > 0.

Therefore, P(𝑎𝑖 = 0 | 𝑁) cannot converge to 1, a contradiction. Thus it must be that 𝐻𝛼 (𝑁) = ∞.
Combining the three parts, we conclude that if P(𝑎𝑖 = 0 | 𝑁) → 1, then (i) 𝑁 contains no

persistent agent, (ii) 𝑛𝑖 → ∞, and (iii) 𝐻𝛼 (𝑁) = ∞. This proves the proposition. □
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A.12 Proof of Proposition 5

Proof. For each generation 𝑡, let

𝐶𝑡 := {all agents in generation 𝑡 choose 0},

𝐷𝑡 := {generation 𝑡 is mixed}, 𝑊𝑡 := {all agents in generation 𝑡 choose 1},

and𝑈𝑡 := P0(𝐷𝑡), 𝑉𝑡 := P0(𝑊𝑡). Denote the number of agents in the previous generation by 𝑠 ≥ 1.
Define

𝜂𝑠 := P0(𝑎𝑖 = 1 | all 𝑠 agents choose 0), 𝛿𝑠 := P0(𝑎𝑖 = 0 | all 𝑠 agents choose 1).

By Assumption 1, 𝜂𝑠 ≍ 2−𝛼𝑠, 𝛿𝑠 ≍ 2−𝛼𝑠 .
First, we construct a simple recursion lemma.

Lemma 12. Let {𝑥𝑡} ⊂ [0, 1], {𝜌𝑡} ⊂ (0, 1], and {𝜁𝑡} ⊂ [0,∞). If

𝑥𝑡+1 ≤ (1 − 𝜌𝑡)𝑥𝑡 + 𝜁𝑡 ,
∞∑︁
𝑡=1

𝜌𝑡 = ∞, 𝜁𝑡

𝜌𝑡
→ 0,

then 𝑥𝑡 → 0.

Proof. Fix any 𝜉 > 0. There exists𝑇 such that 𝜁𝑡 ≤ 𝜉𝜌𝑡 for all 𝑡 ≥ 𝑇 , hence 𝑥𝑡+1−𝜉 ≤ (1−𝜌𝑡) (𝑥𝑡−𝜉),
and therefore

(𝑥𝑡+1 − 𝜉)+ ≤ (1 − 𝜌𝑡) (𝑥𝑡 − 𝜉)+.

Iterating yields

(𝑥𝑡 − 𝜉)+ ≤ (𝑥𝑇 − 𝜉)+
𝑡−1∏
𝑢=𝑇

(1 − 𝜌𝑢).

Since
∑
𝑢 𝜌𝑢 = ∞, the product on the right converges to 0, so lim sup𝑡 𝑥𝑡 ≤ 𝜉. Letting 𝜉 → 0 proves

the lemma. □

We now bound the probabilities of 𝐷𝑡 and𝑊𝑡 .

Step 1: mixed generations vanish. If generation 𝑡 is in state 𝐶𝑡 , then generation 𝑡 + 1 fails to be
all 0 with probability 𝑎𝑡 := 1− (1− 𝜂𝑚𝑡

)𝑚𝑡+1 . Since 𝑚𝑡 has bounded increment, 𝑚𝑡+1 ≤ 𝑚𝑡 +𝐾 and
𝑚𝑡 → ∞. Hence

𝑚𝑡+1𝜂𝑚𝑡
≤ 𝐶 (𝑚𝑡 + 𝐾)2−𝛼𝑚𝑡 → 0.

This implies that 𝑎𝑡 ≍ 𝑚𝑡+1𝜂𝑚𝑡
≍ 𝑚𝑡+12−𝛼𝑚𝑡 .
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If generation 𝑡 is mixed, then by Theorem 1 the social likelihood ratio for any agent in generation
𝑡 + 1 lies in [𝛾−1/2, 𝛾1/2]. Hence each such agent chooses action 0 with probability at least
𝑞 := F0(𝛾−1/2), so generation 𝑡 + 1 is all 0 with probability at least 𝜅𝑡 := 𝑞𝑚𝑡+1 .

If generation 𝑡 is in state 𝑊𝑡 , then generation 𝑡 + 1 leaves the state 𝑊 with probability 𝜈𝑡 :=
1−(1−𝛿𝑚𝑡

)𝑚𝑡+1 .Again𝑚𝑡+1𝛿𝑚𝑡
→ 0, so 𝜈𝑡 ≍ 𝑚𝑡+1𝛿𝑚𝑡

≍ 𝑚𝑡+12−𝛼𝑚𝑡 . By the law of total probability,

𝑃0(𝐷𝑡+1) = 𝑃0(𝐷𝑡+1 | 𝐶𝑡)𝑃0(𝐶𝑡) + 𝑃0(𝐷𝑡+1 | 𝐷𝑡)𝑃0(𝐷𝑡) + 𝑃0(𝐷𝑡+1 | 𝑊𝑡)𝑃0(𝑊𝑡).

Using the bounds above, we obtain

𝑃0(𝐷𝑡+1) ≤ 𝑎𝑡 + (1 − 𝜅𝑡)𝑃0(𝐷𝑡) + 𝜈𝑡𝑃0(𝑊𝑡).

Thus,𝑈𝑡+1 ≤ 𝑎𝑡 + (1 − 𝜅𝑡)𝑈𝑡 + 𝜈𝑡𝑉𝑡 .
Then, we verify the hypotheses of Lemma 12 with

𝑥𝑡 = 𝑈𝑡 , 𝜌𝑡 = 𝜅𝑡 , 𝜁𝑡 = 𝑎𝑡 + 𝜈𝑡𝑉𝑡 .

First, since 𝑚𝑡+1 ≤
(

1
𝛼
− 𝜀

)
log2(𝑡 + 1), we obtain

𝜅𝑡 = 𝑞
𝑚𝑡+1 ≥ 𝑞( 1

𝛼
−𝜀) log2 (𝑡+1) = (𝑡 + 1)−𝛽, 𝛽 :=

( 1
𝛼
− 𝜀

)
log2(1/𝑞).

Because 𝑞 > 2−𝛼, we have log2(1/𝑞) < 𝛼, and therefore

𝛽 =

( 1
𝛼
− 𝜀

)
log2(1/𝑞) <

1
𝛼

log2(1/𝑞) < 1.

Hence,
∑∞
𝑡=1 𝜅𝑡 = ∞.

Second,
𝑎𝑡 + 𝜈𝑡𝑉𝑡

𝜅𝑡
≤ 𝑎𝑡 + 𝜈𝑡

𝜅𝑡
≲ 𝑚𝑡+1

(2−𝛼

𝑞

)𝑚𝑡

→ 0,

again because 𝑞 > 2−𝛼 and 𝑚𝑡+1 ≤ 𝑚𝑡 + 𝐾 . Therefore Lemma 12 yields𝑈𝑡 → 0.

Step 2: wrong unanimous generations vanish. If generation 𝑡 is in state 𝐶𝑡 , then generation
𝑡 + 1 is all 1 with probability 𝑏𝑡 := 𝜂

𝑚𝑡+1
𝑚𝑡

. If generation 𝑡 is mixed, then each agent in generation
𝑡 + 1 chooses action 1 with probability at most 1 − 𝑞, so generation 𝑡 + 1 is all 1 with probability at
most 𝜔𝑡 := (1 − 𝑞)𝑚𝑡+1 . Similar to Step 1, we get

𝑉𝑡+1 ≤ 𝑏𝑡 + 𝜔𝑡𝑈𝑡 + (1 − 𝜈𝑡)𝑉𝑡 .
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We apply Lemma 12 again, now with

𝑥𝑡 = 𝑉𝑡 , 𝜌𝑡 = 𝜈𝑡 , 𝜁𝑡 = 𝑏𝑡 + 𝜔𝑡𝑈𝑡 .

Since 𝑚𝑡 ≤ ((1/𝛼) − 𝜀) log2 𝑡, we have 2−𝛼𝑚𝑡 ≥ 𝑡−1+𝛼𝜀, and therefore, for all large 𝑡,

𝜈𝑡 ≳ 2−𝛼𝑚𝑡 ≥ 𝑡−1+𝛼𝜀 .

Hence,
∑∞
𝑡=1 𝜈𝑡 = ∞. Moreover, 𝑏𝑡

𝜈𝑡
→ 0, because 𝑏𝑡 is exponentially smaller than 𝜈𝑡 . Also,

𝜔𝑡

𝜈𝑡
≲

(1 − 𝑞)𝑚𝑡+1

𝑚𝑡+12−𝛼𝑚𝑡
≲

(
(1 − 𝑞)2𝛼

)𝑚𝑡

𝑚𝑡
→ 0,

since 𝑞 > 1 − 2−𝛼. Because 𝑈𝑡 ≤ 1, it follows that 𝜔𝑡𝑈𝑡

𝜈𝑡
→ 0. and thus, 𝑏𝑡+𝜔𝑡𝑈𝑡

𝜈𝑡
→ 0. Applying

Lemma 12 gives 𝑉𝑡 → 0.

Step 3: conclusion. Let 𝑖 be any agent in generation 𝑡 + 1. Then

P0(𝑎𝑖 = 1) ≤ P0(𝐶𝑡)𝜂𝑚𝑡
+ P0(𝐷𝑡) + P0(𝑊𝑡) ≤ 𝜂𝑚𝑡

+𝑈𝑡 +𝑉𝑡 .

Since 𝜂𝑚𝑡
→ 0, 𝑈𝑡 → 0, and 𝑉𝑡 → 0, we conclude that P0(𝑎𝑖 = 1) → 0, or equivalently,

P0(𝑎𝑖 = 0) → 1. This finishes the proof of the proposition. □

A.13 Proof of Proposition 7

Proof. Let G𝑡 be the sigma-field generated by actions up to generation 𝑡, and let 𝑈𝑡 denote the
event that generation 𝑡 is unanimous. Conditional on G𝑡−1, all agents in generation 𝑡 face the same
social belief and hence act independently with a common Bernoulli parameter. If generation 𝑡 − 1
is mixed, then by Lemma 2,

𝛾−1/2 ≤ 𝑟𝑖 ≤ 𝛾1/2 for all 𝑖 ∈ 𝐺 𝑡 .

Equivalently, the cutoff 𝑧𝑡 = 1/𝑟𝑖 lies in [𝛾−1/2, 𝛾1/2]. Therefore, on𝑈𝑐
𝑡−1,

𝜌𝑚𝑡 ≤ P(𝑈𝑡 | G𝑡−1) ≤ 2𝜌𝑚𝑡 . (23)

We first prove part (i). Under the stated bounds on 𝑚𝑡 , we have∑︁
𝑡

𝑚𝑡+12−𝛼𝑚𝑡 < ∞
∑︁
𝑡

𝜌𝑚𝑡 = ∞. (24)
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We claim that𝑈𝑡 occurs infinitely often almost surely. Suppose not, then on the event {𝑈𝑡 i.o.}𝑐,
all sufficiently large generations are mixed, so we have𝑈𝑐

𝑡−1 for all large 𝑡, so (23) and (24) imply∑︁
𝑡

P(𝑈𝑡 | G𝑡−1) = ∞.

By the conditional Borel–Cantelli lemma, this implies 𝑈𝑡 occurs infinitely often on the event
{𝑈𝑡 i.o.}𝑐, a contradiction. This forces𝑈𝑡 to occur infinitely often almost surely.

Next, once a unanimous generation is reached, future deviations are summable. Suppose
generation 𝑡 is unanimous at action 𝑎 ∈ {0, 1}. Then every agent in generation 𝑡 + 1 observes
only action 𝑎, repeated 𝑚𝑡 times. By Theorem 1, the induced social belief is at distance of order
2−𝑚𝑡 from the corresponding extreme. By Assumption 1 and symmetry, there exists 𝐶 > 0 such
that for all large 𝑡, conditional on generation 𝑡 being unanimous, the probability that a single agent
in generation 𝑡 + 1 deviates from 𝑎 is at most 𝐶 2−𝛼𝑚𝑡 . Hence the probability that some agent in
generation 𝑡 + 1 deviates is at most 𝐶 𝑚𝑡+12−𝛼𝑚𝑡 . Iterating this bound forward, if we let

𝜂𝑡 := 𝐶
∑︁
𝑠≥𝑡
𝑚𝑠+12−𝛼𝑚𝑠 ,

then 𝜂𝑡 → 0 by (24), and on𝑈𝑡 ,

P(some future deviation occurs | G𝑡) ≤ 𝜂𝑡 . (25)

Let 𝐻 be the event that herding does not occur. On 𝑈𝑡 , the event 𝐻 implies that some future
deviation occurs, so by (25), P(𝐻 | G𝑡) ≤ 𝜂𝑡 on 𝑈𝑡 . Since 𝑈𝑡 occurs infinitely often almost surely
and P(𝐻 | G𝑡) → 1𝐻 almost surely by martingale convergence. Then, we conclude that 1𝐻 = 0
almost surely, and therefore, herding occurs almost surely.

We now prove part (ii). Under the stated lower bound on 𝑚𝑡 , we have
∑
𝑡 𝜌

𝑚𝑡 < ∞. Choose 𝑇
large enough that

∑
𝑡>𝑇 2𝜌𝑚𝑡 < 1. As private signals have full support, conditional on any history

each agent takes either action with strictly positive probability. Hence P(𝑈𝑐
𝑇
) > 0 for all large 𝑇

with 𝑚𝑇 ≥ 2.
Condition on the event𝑈𝑐

𝑇
, i.e., generation 𝑇 is mixed. For 𝑠 > 𝑇 , let

𝑉𝑠 := 𝑈𝑠
⋂ (

𝑠−1⋂
𝑢=𝑇+1

𝑈𝑐
𝑢

)
be the event that generation 𝑠 is the first future unanimous generation after time𝑇 . Then by iterating
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the upper bound in (23), P(𝑉𝑠 | G𝑇 ) ≤ 2𝜌𝑚𝑠 on𝑈𝑐
𝑇
. Therefore,

P
(⋃
𝑠>𝑇

𝑈𝑠

���G𝑇 ) = P
(⋃
𝑠>𝑇

𝑉𝑠

���G𝑇 ) ≤ ∑︁
𝑠>𝑇

2𝜌𝑚𝑠 < 1 on𝑈𝑐
𝑇 .

So conditional on 𝑈𝑐
𝑇
, there is strictly positive probability that every generation after 𝑇 remains

mixed. On that event herding never occurs. Since P(𝑈𝑐
𝑇
) > 0, herding fails with strictly positive

probability, and therefore cannot occur almost surely. □

A.14 Proof of the popularity-based herding claim in Section 6.1

Proof. Fix the recommendation rule (3), and suppose that 𝜂𝑖 ≡ 𝜂 > 0 and
∑
𝑖≥1 𝑖𝑒

−𝛽𝑖 < ∞. We
show that herding occurs almost surely.

Let 𝐾𝑖 := max{𝑍1(𝑖), 𝑍0(𝑖)}𝐿𝑖 := min{𝑍1(𝑖), 𝑍0(𝑖)}.𝐾𝑖 is the number of predecessors taking
popular action, and 𝐿𝑖 is the number taking the minority action. Since 𝐾𝑖 + 𝐿𝑖 = 𝑖 − 1, we have
𝐾𝑖 ≥ 𝑖−1

2 , 𝐿𝑖 ≤ 𝑖 − 1.
We first show that minority recommendations occur only finitely often. Let

𝐵𝑖 := {agent 𝑖 observes at least one predecessor taking 1 − 𝑎∗(𝑖)}.

Conditional on the history F𝑖−1, each minority predecessor is recommended with probability 𝜂𝑒−𝛽𝑖 ,
so by the union bound,

P(𝐵𝑖 | F𝑖−1) ≤ 𝐿𝑖𝜂𝑒
−𝛽𝑖 ≤ 𝜂𝑖𝑒−𝛽𝑖 .

By assumption,
∑
𝑖≥1 P(𝐵𝑖 | F𝑖−1) < ∞ almost surely. Hence, by the conditional Borel–Cantelli

lemma, 𝐵𝑖 occurs only finitely often almost surely.
Next, we show that the agent typically sees many majority recommendations. Let

𝐶𝑖 :=
{
the number of recommended predecessors taking 𝑎∗(𝑖) is smaller than

𝜂𝐾𝑖

2

}
.

Conditional on F𝑖−1, the number of recommended majority predecessors is 𝑋𝑖 ∼ Bin(𝐾𝑖, 𝜂). By a
Chernoff bound,

P(𝐶𝑖 | F𝑖−1) = P
(
𝑋𝑖 <

𝜂𝐾𝑖

2

����F𝑖−1

)
≤ exp

(
−𝜂𝐾𝑖

8

)
≤ exp

(
−𝜂(𝑖 − 1)

16

)
.

Therefore,
∑
𝑖≥1 P(𝐶𝑖 | F𝑖−1) < ∞ almost surely, and conditional Borel–Cantelli implies that 𝐶𝑖

occurs only finitely often almost surely.
Consider now the event 𝐵𝑐

𝑖
∩ 𝐶𝑐

𝑖
. On this event, agent 𝑖 observes only the currently popular
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action 𝑎∗(𝑖) for at least
𝜂𝐾𝑖

2
≥ 𝜂(𝑖 − 1)

4
times. By Theorem 1, the induced public likelihood ratio is at distance of order 2−𝜂(𝑖−1)/4 from the
corresponding boundary. By Assumption 1, there exists 𝐶 > 0 such that conditional on 𝐵𝑐

𝑖
∩ 𝐶𝑐

𝑖
,

the probability that agent 𝑖 chooses the opposite action 1 − 𝑎∗(𝑖) is at most 𝐶 2−𝛼𝜂(𝑖−1)/4. Let
𝐷𝑖 := {𝑎𝑖 = 1 − 𝑎∗(𝑖)} ∩ 𝐵𝑐

𝑖
∩ 𝐶𝑐

𝑖
. Then,

P(𝐷𝑖 | F𝑖−1) ≤ 𝐶 2−𝛼𝜂(𝑖−1)/4,

and hence
∑
𝑖≥1 P(𝐷𝑖 | F𝑖−1) < ∞. By conditional Borel–Cantelli, 𝐷𝑖 occurs only finitely often

almost surely.
Combining the three steps, there exists an almost-sure finite random time 𝑇 such that for all

𝑖 ≥ 𝑇 :

1. agent 𝑖 observes no minority action,

2. agent 𝑖 observes at least 𝜂(𝑖 − 1)/4 predecessors taking the current majority action,

3. agent 𝑖 chooses that majority action.

Thus for all 𝑖 ≥ 𝑇 , we have 𝑎𝑖 = 𝑎∗(𝑖). But once each new agent chooses the current majority
action, the majority margin can only increase, so the identity of the majority can no longer switch.
Hence there exists 𝑎∞ ∈ {0, 1} such that 𝑎𝑖 = 𝑎∞ for all sufficiently large 𝑖. That is, herding occurs
almost surely. □

A.15 Proof of the asymptotic-learning claim in Section 6.1

Proof. Consider the algorithm in which, at date 𝑖, agent 𝑖 is assigned to exploration with probability
𝑝𝑖 and to exploitation with probability 1 − 𝑝𝑖. In exploration mode, 𝑁𝑖 = ∅. In exploitation mode,
the platform looks at all previous exploration agents, takes their majority action, and recommends
all previous exploration agents who chose that majority action. Suppose

𝑝𝑖 → 0 and 𝑃𝑖 :=
∑︁
𝑗<𝑖

𝑝 𝑗 → ∞.

We prove that asymptotic learning obtains.
Let 𝑞 := F0(1). Since an exploration agent sees no recommendation, she chooses action 0 with

probability 𝑞. By informativeness of signals, 𝑞 > 1/2.
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For each 𝑗 < 𝑖, let 𝜉 𝑗 ∈ {0, 1} be the indicator that agent 𝑗 is assigned to exploration, and define

𝑌 𝑗 :=


1, if 𝜉 𝑗 = 1 and 𝑎 𝑗 = 0,

−1, if 𝜉 𝑗 = 1 and 𝑎 𝑗 = 1,

0, if 𝜉 𝑗 = 0.

Then {𝑌 𝑗 } 𝑗<𝑖 are independent and bounded in [−1, 1], withE[𝑌 𝑗 ] = 𝑝 𝑗 (2𝑞−1).HenceE
[∑

𝑗<𝑖 𝑌 𝑗
]
=

(2𝑞 − 1)𝑃𝑖
Let

𝐸𝑖 :=

{∑︁
𝑗<𝑖

𝑌 𝑗 ≤ 0

}
,

the event that among exploration agents before 𝑖, majority of agents choose action 1 instead of
action 0. As𝑉𝑎𝑟 (𝑌 𝑗 ) ≤ 𝑝 𝑗 , by Bernstein’s inequality, there exists 𝑐1 > 0 such that P0(𝐸𝑖) ≤ 𝑒−𝑐1𝑃𝑖 .

Thus, the majority action among exploration agents is incorrect with probability at most 𝑒−𝑐1𝑃𝑖 .
We also need a lower bound on the number of correct exploration agents. Let

𝐶𝑖 :=
∑︁
𝑗<𝑖

1{𝜉 𝑗 = 1, 𝑎 𝑗 = 0}.

Then E[𝐶𝑖] = 𝑞𝑃𝑖 . By Hoeffding bound, there exists 𝑐2 > 0 such that

P0
(
𝐶𝑖 <

𝑞

2
𝑃𝑖

)
≤ 𝑒−𝑐2𝑃𝑖 .

Therefore, with probability at least 1−𝑒−𝑐1𝑃𝑖 −𝑒−𝑐2𝑃𝑖 , the majority action among exploration agents
is 0, and at least 𝑞𝑃𝑖/2 exploration agents have chosen 0.

Now consider agent 𝑖. If she is assigned to exploration, she chooses the wrong action with
probability 1 − 𝑞, and this happens with probability 𝑝𝑖. If she is assigned to exploitation and the
good event above occurs, then she observes a unanimous block of action 0 of size at least 𝑞𝑃𝑖/2. By
Theorem 1 and Assumption 1, there exists𝐶 > 0 such that conditional on that event, the probability
that she nevertheless chooses action 1 is at most 𝐶 2−𝛼𝑞𝑃𝑖/2. Hence,

P0(𝑎𝑖 = 1) ≤ 𝑝𝑖 (1 − 𝑞) + 𝑒−𝑐1𝑃𝑖 + 𝑒−𝑐2𝑃𝑖 + 𝐶 2−𝛼𝑞𝑃𝑖/2.

As 𝑝𝑖 → 0 and 𝑃𝑖 → ∞, the right-hand side converges to zero. Therefore P0(𝑎𝑖 = 0) → 1. This
obtains asymptotic learning. □
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A.16 Proof of Proposition 8

Proof. The proof follows the same induction argument as Theorem 1, with two modifications.
First, (5) is replaced by

log 𝑟𝑖 =
©­«1

2

𝑛1
𝑖∑︁

𝑘=1
𝛿𝑘−1 − 1

2

𝑛0
𝑖∑︁

𝑘=1
𝛿𝑘−1ª®¬ log 𝛾 =

1
2(1 − 𝛿)

(
𝛿𝑛

0
𝑖 − 𝛿𝑛1

𝑖

)
log 𝛾.

Second, the cutoff condition from Lemma 1 is replaced by 𝜆𝛽
𝑖
𝑟𝑖 = 1, or equivalently, 𝜆𝑖 = 𝑟

−1/𝛽
𝑖

.

With these two changes, the remaining steps are identical to those in the proof of Theorem 1. □

A.17 Proof of Proposition 9

Proof. For each 𝑡 = 0, 1, . . . , 𝑇 , let ℓ
𝑖𝑡

and ℓ𝑖𝑡 denote the lower and upper public likelihood ratios

generated by the actions in types 1, . . . , 𝑡, and let 𝑟𝑖𝑡 :=
√︃
ℓ
𝑖𝑡
ℓ𝑖𝑡 be the corresponding average public

likelihood ratio. By convention, ℓ
𝑖0 = ℓ𝑖0 = 𝑟𝑖0 = 1. We will show that for each 𝑡 ≥ 1,

log 𝑟𝑖𝑡 = 𝜅𝑖𝑡 log 𝑟𝑖,𝑡−1 + Δ𝑖𝑡 , (26)

where

𝜅𝑖𝑡 := 2−𝑛
1
𝑖𝑡 + 2−𝑛

0
𝑖𝑡 − 1 and Δ𝑖𝑡 := ©­«

𝑛1
𝑖𝑡∑︁

𝑘=1
2−𝑘 −

𝑛0
𝑖𝑡∑︁

𝑘=1
2−𝑘ª®¬ log 𝛾.

Iterating (26) then yields

log 𝑟𝑖 = log 𝑟𝑖𝑇 =

𝑇∑︁
𝑡=1

(
𝑇∏

𝑠=𝑡+1
𝜅𝑖𝑠

)
Δ𝑖𝑡 ,

which is exactly (4), with

𝜔𝑖𝑡 :=
𝑇∏

𝑠=𝑡+1
𝜅𝑖𝑠 =

𝑇∏
𝑠=𝑡+1

(
2−𝑛

1
𝑖𝑠 + 2−𝑛

0
𝑖𝑠 − 1

)
.

It therefore remains to prove (26). Fix 𝑡 ≥ 1, and abbreviate

𝑅 := 𝑟𝑖,𝑡−1, 𝑛1 := 𝑛1
𝑖𝑡 , 𝑛0 := 𝑛0

𝑖𝑡 .

Because every agent in type 𝑡 observes all predecessors in earlier types, each type-𝑡 agent inherits
the same public likelihood ratio 𝑅 before observing any same-type predecessors.
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For 𝑚 ≥ 0, define

𝑟𝑅 (1, 𝑚) := 𝑅2−𝑚𝛾 1−2−𝑚 , 𝑟𝑅 (0, 𝑚) := 𝑅2−𝑚𝛾−1+2−𝑚 .

These are the average public likelihood ratios generated by a unanimous block of 𝑚 actions equal
to 1 or 0, starting from inherited public likelihood ratio 𝑅. This follows by the same argument as
in Theorem 1: after one additional action 1, the public likelihood ratio updates from 𝑟 to √

𝑟𝛾, and
after one additional action 0, it updates from 𝑟 to

√︁
𝑟/𝛾; iterating these maps yields the formulas

above.
We now compute the extreme public likelihood ratios after appending type 𝑡.

Lower public likelihood ratio. To minimize the likelihood ratio, the earlier types contribute ℓ
𝑖,𝑡−1.

Every type-𝑡 agent taking action 0 can be assigned signal 1/𝛾, which is the smallest feasible signal
compatible with action 0. For a type-𝑡 agent taking action 1, the smallest compatible signal is the
cutoff 1/𝑟 𝑗 , so to minimize the total likelihood ratio we maximize 𝑟 𝑗 . By the same echo-chamber
argument as in the proof of Theorem 1, this is achieved by assigning to each such agent only earlier
type-𝑡 predecessors who also chose action 1, and no earlier type-𝑡 predecessors who chose action
0. Hence, if the action-1 agents in type 𝑡 are indexed in this nested order by 𝑗1, . . . , 𝑗𝑛1 , then
the 𝑟-th such agent faces public likelihood ratio 𝑟𝑅 (1, 𝑟 − 1), so her smallest compatible signal is
1/𝑟𝑅 (1, 𝑟 − 1). Therefore

ℓ
𝑖𝑡
= ℓ

𝑖,𝑡−1 𝛾
−𝑛0

𝑛1∏
𝑟=1

1
𝑟𝑅 (1, 𝑟 − 1) . (27)

Upper public likelihood ratio. Symmetrically, to maximize the likelihood ratio, the earlier types
contribute ℓ𝑖,𝑡−1. Every type-𝑡 agent taking action 1 can be assigned signal 𝛾, which is the largest
feasible signal compatible with action 1. For a type-𝑡 agent taking action 0, the largest compatible
signal is 1/𝑟 𝑗 , so we minimize 𝑟 𝑗 . This is achieved by assigning to each such agent only earlier
type-𝑡 predecessors who also chose action 0, and no earlier type-𝑡 predecessors who chose action
1. Hence, if the action-0 agents in type 𝑡 are indexed in this nested order by 𝑘1, . . . , 𝑘𝑛0 , then
the 𝑟-th such agent faces public likelihood ratio 𝑟𝑅 (0, 𝑟 − 1), so her largest compatible signal is
1/𝑟𝑅 (0, 𝑟 − 1). Therefore

ℓ𝑖𝑡 = ℓ𝑖,𝑡−1 𝛾
𝑛1

𝑛0∏
𝑟=1

1
𝑟𝑅 (0, 𝑟 − 1) . (28)

Taking geometric means of (27) and (28), and using

𝑟𝑖𝑡 =

√︃
ℓ
𝑖𝑡
ℓ𝑖𝑡 , 𝑅 =

√︃
ℓ
𝑖,𝑡−1ℓ𝑖,𝑡−1,
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we obtain

𝑟2
𝑖𝑡 = 𝑅

2 𝛾 𝑛
1−𝑛0 ©­«

𝑛1∏
𝑟=1

1
𝑟𝑅 (1, 𝑟 − 1)

ª®¬ ©­«
𝑛0∏
𝑟=1

1
𝑟𝑅 (0, 𝑟 − 1)

ª®¬ .
Taking logs and substituting

log 𝑟𝑅 (1, 𝑟 − 1) = 2−(𝑟−1) log 𝑅 +
(
1 − 2−(𝑟−1) ) log 𝛾,

log 𝑟𝑅 (0, 𝑟 − 1) = 2−(𝑟−1) log 𝑅 +
(
−1 + 2−(𝑟−1) ) log 𝛾,

yields

log 𝑟𝑖𝑡 = log 𝑅 + 𝑛1 − 𝑛0

2
log 𝛾 − 1

2

𝑛1∑︁
𝑟=1

log 𝑟𝑅 (1, 𝑟 − 1) − 1
2

𝑛0∑︁
𝑟=1

log 𝑟𝑅 (0, 𝑟 − 1)

=

1 − 1
2

𝑛1∑︁
𝑟=1

2−(𝑟−1) − 1
2

𝑛0∑︁
𝑟=1

2−(𝑟−1)
 log 𝑅 +


𝑛1∑︁
𝑟=1

2−𝑟 −
𝑛0∑︁
𝑟=1

2−𝑟
 log 𝛾.

The coefficient on log 𝑅 becomes 𝜅𝑖𝑡 while the coefficient on log 𝛾 is exactly Δ𝑖𝑡 . Hence

log 𝑟𝑖𝑡 = 𝜅𝑖𝑡 log 𝑟𝑖,𝑡−1 + Δ𝑖𝑡 ,

which is (26). This proves the proposition. □

A.18 Proof of Corollary 1

Proof. Part (i) is immediate. If𝑇 = 1, then the product defining𝜔𝑖1 is empty, so𝜔𝑖1 = 1. Therefore
(4) becomes

log 𝑟𝑖 =
©­«
𝑛1
𝑖1∑︁

𝑘=1
2−𝑘 −

𝑛0
𝑖1∑︁

𝑘=1
2−𝑘ª®¬ log 𝛾.

Since 𝑛𝑎
𝑖1 = 𝑛𝑎

𝑖
when there is only one type, this is exactly (2).

For part (ii), suppose 𝑇 = 𝑖 − 1. Since agent 𝑖 has exactly 𝑖 − 1 predecessors, each type must be
a singleton. Thus for each 𝑡 = 1, . . . , 𝑖 − 1, exactly one of 𝑛1

𝑖𝑡
and 𝑛0

𝑖𝑡
equals 1, and the other equals

0. Hence

Δ𝑖𝑡 =


1
2 log 𝛾, if the unique agent in type 𝑡 chooses 1,

−1
2 log 𝛾, if the unique agent in type 𝑡 chooses 0,
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and 2−𝑛1
𝑖𝑡 + 2−𝑛0

𝑖𝑡 − 1 = 1
2 . Therefore

𝜔𝑖𝑡 =

𝑖−1∏
𝑠=𝑡+1

1
2
= 2−(𝑖−1−𝑡) .

Substituting into (4) gives

log 𝑟𝑖 =
𝑖−1∑︁
𝑡=1

(2𝑎𝑡 − 1) 2−(𝑖−𝑡) log 𝛾 =
©­«
∑︁
𝑗∈𝑁1

𝑖

2−(𝑖− 𝑗) −
∑︁
𝑗∈𝑁0

𝑖

2−(𝑖− 𝑗)ª®¬ log 𝛾.

This proves the corollary. □
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